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ABSTRACT

A benchmark scores each model on its own and ranks the scores. Those scores
now decide which models get deployed and which outputs train the next round,
so the leaderboard also shapes what developers build. Standalone scoring pays
the same for a capability whether every other model already has it or none does.
Duplicating what already scores well is then each developer’s best response, and
collapse onto one mode is an equilibrium: a property of the score, not of the devel-
opers. We introduce MOSAIC (Mechanism for Output Scoring that Aligns Incen-
tives with Coverage), which pays a valid response the log-determinant volume its
features add to what the record already spans: responses that the declared feature
map sends to one direction, a mode, count as equivalent, and each further one earns
less. On a shared orthogonal menu, below an explicit quality–novelty threshold,
MOSAIC’s equilibria are exactly the no-repeat allocations of the highest-quality
modes, all of them globally optimal, where standalone scoring’s unique equilib-
rium puts every developer on the best mode; the threshold is worst-case tight.
Quality plus coverage is an exact potential: a developer’s gain from replacing its
own entry equals the population’s gain, so every maximal improvement path ends
at an equilibrium. By submodularity every such equilibrium attains at least half
the optimum, and below the threshold a globally optimal population. Keeping
every past response in the comparison set makes coverage grow linearly in the
horizon while fresh directions remain, against standalone scoring’s Θ(log T ). In
separate experiments MOSAIC raises pooled effective modes from 15 to 32 over
twelve adaptation rounds, and the gain comes from keeping the record, whether
each developer keeps its own or they share one. The same mechanism raises the
share of held-out tasks some developer solves by 1.4 points at unchanged per-
slot accuracy, and closes 15% of the baseline-to-SOTA gap on RSI-Exam’s sealed
grader.

1 INTRODUCTION

A benchmark is a fixed set of tasks and a rule that turns one model’s answers into one number, and
the ranked list of those numbers is a leaderboard. LiveCodeBench is a current instance: it scores
models on competitive-programming problems and publishes the ordering (Jain et al., 2025). The
task set, however, no longer stays fixed. Benchmarks now refresh their tasks against the models they
rank, by collecting problems that defeat the current best (Nie et al., 2020; Kiela et al., 2021), by
admitting only items published after a model’s training cutoff (White et al., 2025; Jain et al., 2025),
or by regenerating every item from a template on each run (Zhu et al., 2024; Mirzadeh et al., 2025).
Their scores also decide which models get served, which agents keep a slot, and which outputs train
the next round (Chiang et al., 2024). Such a leaderboard no longer only describes the set of models
on it, its population; it decides membership, which is what happens to any measure that becomes a
target (Strathern, 1997): developers converge on whatever it rewards (Hays et al., 2026; Chen et al.,
2026b; Dominguez-Olmedo et al., 2025), and training on the survivors narrows the distribution again
(Shumailov et al., 2024; Jiang et al., 2025), as separate studies measure for alignment tuning and
model-assisted writing (Kirk et al., 2024; Padmakumar & He, 2024; Murthy et al., 2025).

Every one of those scores is standalone: it scores one model at a time, never the responses already on
record. A model that solves a suite of problems is paid the same whether a hundred deployed models
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already solve them or nobody does. Duplicating a widespread capability is then every developer’s
best response, the individually highest-scoring choice given what the others are doing. The profile
in which all of them duplicate is therefore an equilibrium: no developer gains by changing alone,
even where each could have submitted a different capability. We call that profile population collapse.
Economics has the same convergence as minimum differentiation (Hotelling, 1929), and algorithmic
decision-making has it as monoculture, where agents deferring to one accurate signal leave the
collective worse off than private noisier ones would (Kleinberg & Raghavan, 2021) and homogenize
whom they pick (Bommasani et al., 2022); language models already narrow this way (Wu et al.,
2025). Collapse here is a property of the score, not of the developers, and in particular it makes
two frontier problems hard: a multi-agent system is worth its cost only when its agents cover each
other’s failures, and a continual learner trains on what it just accepted. What should a benchmark
pay for, so that self-interested developers stay diverse?

We put the question on one task in Fig. 1: return the sum 1..n. It admits three correct programs: an
iterative loop, a recursion that repeats the loop’s structure, and the closed-form identity. A standalone
score orders the three by intrinsic quality alone, so whichever ranks first stays on top whatever the
others submit. Against the record, however, their order depends on what the others submit: the
recursion’s feature vector aligns with the loop’s and adds almost no volume, while the identity
opens a new direction and earns a full term. We call a direction of the feature map a mode: the loop
and the identity are two modes, the recursion lies near enough to the loop’s direction to add almost
nothing, and the same loop with renamed variables is the loop mode submitted twice.

Asked this way, benchmark design is mechanism design. If the evaluator wants the coverage a pop-
ulation reaches, the score has to pay a model for what it adds to that population and for nothing else.
We introduce MOSAIC, a Mechanism for Output Scoring that Aligns Incentives with Coverage,
which scores a model by the coverage it adds to the record. Each of N developers controls one en-
try, and the evaluator keeps every admitted response as a record with a declared feature vector ϕj and
validity weight wj ≥ 0. We measure the coverage of a set S of records as a log-determinant volume
V (S) = log det(I + α

∑
j∈S wjϕjϕ

⊤
j ), where α > 0 fixes how fast a direction is discounted once

other records cover it, and we pay a response the increment ∆i(S) = V (S ∪ {i})− V (S) it brings.
That volume is monotone and submodular (Nemhauser et al., 1978; Krause & Golovin, 2014), and
paying a candidate for what it adds beyond a set is a familiar criterion (Section 7). What changes
here is the set the increment is computed against: other developers’ entries, not one system’s own
candidates. We fix three declarations in Section 2 that determine what the increment measures: the
evaluation unit, the validity gate, and the feature map. The volume is the population objective, the
quantity the evaluator wants the record to maximize, and the increment is what each entry is paid.
We build it in that order: the objective (Section 2), the populations its increment makes stable (Sec-
tion 3.1), how developers reach them (Section 3.2), the commit rule that keeps concurrent updates
raising the objective (Section 3.3), and what happens once the record is kept (Section 4).

The populations stable under this score are the complementary ones. On orthogonal modes with
strictly ordered qualities, and below a novelty premium the score itself fixes, MOSAIC’s pure Nash
equilibria are exactly the no-repeat allocations of the best modes, every one globally optimal, while
standalone scoring’s unique equilibrium is collapse onto the best mode; the threshold is tight (The-
orem 1). MOSAIC scores incumbent and proposal against the same leave-one-out population, so a
developer’s gain from a unilateral change equals the change in quality plus coverage. That objective
is an exact potential (Monderer & Shapley, 1996), so every improvement path halts at a pure Nash
profile; submodularity puts each of those at 50% of the optimum or above (Vetta, 2002), and below
the threshold at a globally optimal no-repeat allocation (Theorem 2 and Corollary 1). Concurrency
breaks that identity and one rule restores it: we rescore each proposal against the population it would
enter, a fresh-state commit. Under a persistent reference the population keeps diversifying, effective
modes (Hill, 1973) and accrued coverage growing linearly in the horizon on every δ-rich, γ-rational
path, two conditions we measure (Proposition 1), where a standalone score with a unique best action
accrues only Θ(log T ).

Paying for novelty at the margin also invites a developer to present one capability as several direc-
tions; no feature map removes that incentive, and under a weight-conserving gate Proposition 6 caps
the split’s total payment below αw.

Contributions.
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(a) Coverage counts directions, not entries
three programs return the sum 1..n; the record already holds the loop

loop + recursion
duplicates the loop
V = 1.12

loop + math
opens a new direction
V = 1.35

V(S) = log det
(
I + α ∑i∈S wiφiφ

>
i
)

(b) Paid on its own
the score never looks at the population
scorei(S) = bi

the same entry wins every round

(c) Paid against the population
the score subtracts what is already there
∆i(S) = log

(
1 + αwi/(1 + αm)

)

mass already represented lowers the reward

loop 1.00
recursion 0.63
math 0.78

loop m = 4 0.18
recursion m = 1 0.41
math m = 0 0.69

the winner flips

Figure 1: Scoring against the population changes which output scores highest. All panels use
the same three strategies for return the sum 1..n. (a) Coverage is a log determinant, so a near-copy
of the loop adds little area and the complementary math direction more. (b) A standalone score pays
intrinsic quality bi, so the loop stays on top. (c) The MOSAIC score discounts the weight m already
on that direction, so the uncovered math direction scores highest.

1. Formulation. We cast dynamic benchmark design as mechanism design over the population the
benchmark selects and shapes, and place collapse in the scoring rule.

2. Mechanism. MOSAIC pays a valid response the log-determinant coverage it adds beyond the
record, under a declared evaluation unit, validity gate, and feature map.

3. Theory. A sharp quality–novelty threshold below which MOSAIC’s equilibria are exactly the
complementary allocations of the best modes and standalone’s is collapse; an exact potential
under which decentralized improvement converges, below the threshold to a globally optimal
population; linear accrual under a persistent reference against standalone’s Θ(log T ); and a cap
on one capability split into k pieces.

4. Evidence. Each row of Table 5 changes one factor to test one claim: twelve rounds of adaptation
end at 32 pooled effective modes against 15, a gain that comes from the record’s lifetime and not
its scope, and fresh-state commits preserve the potential on all 18 concurrent-release schedules,
where a stale reference cycles on 8.

2 THE MOSAIC SCORE: POPULATION COVERAGE AND WHAT AN ENTRY
ADDS

We proposed paying a response for what it adds to the record; here we make “adds” a number. A
score that evaluates one response at a time cannot tell a capability no developer has from one every
developer already has. Telling them apart means comparing a response against those already on
record, so the evaluator declares three things: the evaluation unit, which fixes what one record is;
the validity gate, which fixes which records count; and the feature map, which fixes which differ-
ences count as different capabilities, the question pluralistic alignment asks of a target distribution
(Sorensen et al., 2024). Two conventions hold throughout. A record is one admitted response and
the record is every response admitted so far, the set those three declarations apply to. A capability
is a direction of the feature map; in Section 4 we call it a mode once outputs are collapsed onto it.

2.1 THE POPULATION OBJECTIVE

Each admitted response is one record i in U , the ground set of records, and during a fixed epoch we
give it a feature vector ϕi ∈ Rd; identical outputs remain distinct records. Any embedding serves
as the feature map, since every positive-semidefinite kernel factors into one. We apply the validity
gate before computing the geometry (Section G.2): its weight wi ≥ 0 fixes which records count,
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and wi = 0 excludes an output. For finite S ⊂ U , coverage is

V (S) = log det

(
I+ α

∑

i∈S

wiϕiϕ
⊤
i

)
=
∑

r

log(1 + αλr), α > 0, (1)

over the eigenvalues λr of the weighted scatter matrix. We call V the population objective: the
evaluator wants the record to maximize it, and no developer is paid it directly. Each eigenvalue is
one axis of the ellipsoid; the logarithm is concave, so mass on a crowded axis raises V less, and
α sets where it saturates. Throughout we set α = 1 and use unit-norm features, under which n
identical copies of one capability are paid, in total, less than 1.44 times what a single entry on an
uncovered direction earns (Corollary 3 and Section D.1).

2.2 WHAT AN ENTRY IS PAID

A developer is paid not the objective but what its entry adds to it.
Definition 1 (Log-determinant MOSAIC score). For a finite declared reference S ⊂ U and a candi-
date i ∈ U \S, the MOSAIC score is the coverage the candidate adds, ∆i(S) = V (S∪{i})−V (S).

We compare candidates at a fixed S, since otherwise a score difference conflates a candidate change
with a reference change. We keep three sets apart: the record is everything admitted, the reference
S is the part a given decision’s candidates are scored against, and the population is the set of entries
developers currently hold (Section 2.4). A reference is shared when the alternatives in one decision
face the same S and persistent when accepted records stay in it for later decisions. Regularized log
determinants are classical design objectives (Krause & Golovin, 2014; Kulesza & Taskar, 2012);
MOSAIC uses the corresponding contribution as the payment (Section C).

Writing LS for the reference’s regularized scatter I + α
∑

j∈S wjϕjϕ
⊤
j , the matrix determinant

lemma gives the local form

∆i(S) = log
(
1 + αwiϕ

⊤
i L

−1
S ϕi

)
. (2)

Here L−1
S whitens by the population, shrinking whatever part of ϕi the reference already explains.

That quadratic form is a squared residual norm, and specifically the ridge leverage score (El Alaoui
& Mahoney, 2015) of regression against the standing population. A high score therefore means the
standing population predicts the candidate poorly: the score is a joint property of candidate and
record, which we test on real programs in Section 5.1.

2.3 WHY THE OBJECTIVE HAS THE RIGHT SHAPE

That score is well behaved because of one property of the objective it comes from. For positive-
semidefinite features and fixed nonnegative weights V is normalized, monotone and submodular,
so ∆i(A) ≥ ∆i(B) ≥ 0 for A ⊆ B (Lemma 1). The equilibrium results below use only three
consequences of the geometry: a valid response adds nonnegative coverage, a copy of a repre-
sented direction keeps a positive but shrinking increment, and an unspanned direction earns the full
log(1 + αwi∥ϕi∥2). Under a Gaussian quality prior the score is also twice the information one fur-
ther evaluation adds, which is why coverage is in nats and D-optimal design becomes a developer
incentive (Proposition 5; Lindley, 1956; Chaloner & Verdinelli, 1995).

2.4 FROM SCORE TO MECHANISM

Three rules turn the score into a mechanism, and we state them in full in Section D. Each of N
developers controls one entry drawn from a finite menu Ai, so entries and not actions are the game’s
ground set. The evaluator declares once per epoch a weighted prompt suite and a background H
of records that no developer owns and no developer can change, so a set C of active entries has
represented coverage

GH(C) := V (H ∪ C)− V (H), (3)
the coverage the population adds above that background, which inherits normalization, monotonicity
and submodularity from V . Writing A(a) for the population at profile a and A−i(a) for it with
entry i removed, developer i is paid its leave-one-out contribution si(a) = GH

(
A−i(a) ∪ {ai}

)
−
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GH

(
A−i(a)

)
(Shapley, 1953; Han et al., 2023), so incumbent and proposal face the same A−i, and

accepted writes are rescored against the current population before they commit. Three decisions
stay separate throughout. The validity gate decides admission, whether a response becomes a record
at all; si is the score, the number the evaluator computes for an admitted entry; and that number
is also the payment, in the mechanism-design sense that the mechanism values a replacement at
bi(ai) + ω si(a), the payoff we analyze in Section 3, where ω > 0 converts a nat of coverage into
units of quality. An application may spend that value on slot admission or on selecting training data
(Section 1); a reward depending on where it ranks is a different game, outside Theorem 2. The
published standalone score may stay the capability report while si decides which entry fills a slot:
where unilateral gains under represented coverage approximate those under a monotone submodular
endpoint utility, the half-optimum guarantee transfers to that utility (Theorem 3).

3 STABLE POPULATIONS AND HOW DEVELOPERS REACH THEM

3.1 STABLE POPULATIONS: THE QUALITY–NOVELTY THRESHOLD

We have so far fixed what one developer is paid. What it is paid for, however, depends on choices
the other developers are making at the same time, so we now ask which profiles of those choices are
stable. We take the menu of Section 1 with strict quality differences: each of N developers chooses
one of d ≥ N orthogonal unit modes e1, . . . , ed over an empty background at unit weights, and mode
k has intrinsic quality bk ≥ 0 with b1 > · · · > bd. Developer i receives ui(a) = bai +ω si(a) under
MOSAIC and ũi(a) = bai standalone, ω > 0 weighting coverage. Two constants determine the
equilibria: the quality rangeRb := b1−bd and the novelty premium χα := log

(
(1+α)2/(1+2α)

)
,

the payment gap between a mode’s first and second occupant, log(4/3) ≈ 0.29 nats at α = 1.
Theorem 1 (Sharp quality–novelty threshold). Under the orthogonal menu and payoffs above, sup-
pose Rb < ωχα. Then the MOSAIC pure Nash profiles are exactly the no-repeat allocations of the
N highest-quality modes, and every one of them globally maximizes

∑
i bai

+ ωV (a). The stan-
dalone game has a unique pure Nash profile, every developer on mode 1. The threshold is tight: for
N = d = 2 and Rb ≥ ωχα, full collapse onto mode 1 is also a MOSAIC pure Nash profile (proof in
Section B.5).

One exchange proves all four claims of the theorem. A developer alone on a mode is paid log(1+α)
of coverage and a second occupant only log

(
(1 + 2α)/(1 + α)

)
; the difference is χα. Leaving a

shared mode for an unused one therefore gains at least ωχα in coverage and loses at most Rb in
quality. Below the threshold, therefore, every developer sharing a mode has a profitable move, and
every no-repeat profile that skips a top-N mode has a developer who gains by taking it. In a no-
repeat allocation of the top N modes nobody does. The same exchange raises

∑
i bai + ωV (a),

which makes each of those allocations a global maximizer. At equal qualities the price of anarchy
(Roughgarden, 2015) is one, while standalone collapse attains only a log(1 + αN)/(N log(1 + α))
fraction of optimal coverage, vanishing as N grows (Proposition 2). Monoculture’s own bound
is a tight price of anarchy of two (Kleinberg et al., 2026), where what agents give up is accuracy
(Section I).

3.2 DECENTRALIZED CONVERGENCE VIA AN EXACT POTENTIAL

We next ask whether unilateral improvements, made by developers who see only their own payoff,
are guaranteed to reach such a population; holding out the developer’s own entry is what makes the
answer yes. In the epoch of Section 2.4 give developer i a declared intrinsic quality bi(ai) ≥ 0 per
menu item and payoff ui(a) = bi(ai)+ω si(a), with b ≡ 0 the pure coverage game, and call quality
plus coverage the population objective, Π(a) :=

∑
i bi(ai) + ωGH(A(a)). The held-out set is the

same on both sides of a replacement ai → a′i, so what the rest already covers cancels and developer
i’s payoff changes by exactly as much as Π does: Π is an exact potential (Monderer & Shapley,
1996), and every unilateral improvement raises Π, so improvement paths cannot cycle.
Theorem 2 (Quality-plus-coverage potential and asynchronous improvement). Under the fixed-
epoch conditions of Section 2.4, Π is an exact potential for the quality-plus-coverage game: every
unilateral replacement satisfies

ui(a
′
i, a−i)− ui(ai, a−i) = Π(a′i, a−i)−Π(ai, a−i). (4)
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Consequently every serialized strict-improvement path is finite and, if maximal, ends at a pure Nash
profile, so an asynchronous service reaches such a profile after finitely many accepted replacements
provided no developer is starved of activation forever; and every pure Nash profile aNE satisfies

Π(aNE) ≥ 1
2 max
b∈

∏
i Ai

Π(b). (5)

(proof in Section B.2).
Corollary 1 (Decentralized improvement reaches a complementary optimum). On the menu of The-
orem 1 with Rb < ωχα, every maximal serialized strict-improvement path ends at a no-repeat
allocation of the N highest-quality modes, a global maximizer of Π.

Proof. By Theorem 2 the path ends at a pure Nash profile, and by Theorem 1 every pure Nash profile
is such an allocation.

The corollary is the implementation result: no developer is told where the gaps are, and the popu-
lation still arrives at the best complementary allocation. Off the orthogonal menu the 50% floor in
(5) is the standard bound for submodular competitive games (Vetta, 2002; Nemhauser et al., 1978);
any strictly increasing transform of si leaves the equilibria unchanged (Proposition 3), and a rank
reward, which depends on other developers’ scores, is a different game.

3.3 CONCURRENT UPDATES: FRESH-STATE COMMITS PRESERVE THE POTENTIAL

The service handles concurrency at commit time. Identity (4) compares incumbent and proposal
against the same current A−i, and a proposal scored against a stale population is credited for capa-
bility another commit has already added. For example, two developers preparing the same missing
capability against one snapshot both appear to improve, both commit, and the second is paid for
coverage the first added. If the service rescores each proposal against the population at commit time
and commits it only if it is still strictly better, every commit is a unilateral move and hence a verified
increase in Π.

4 PERSISTENT REFERENCE: LINEAR DIVERSIFICATION BEFORE
SATURATION

In Section 3 we fixed N replaceable entries and characterized the pure Nash profiles developers
reach unilaterally. Convergence, however, is the right guarantee for one epoch and the wrong one
for a leaderboard whose job is to keep rewarding modes the population lacks. A persistent reference
instead keeps every accepted record in the comparison set, so the state only grows, the capabilities
already in the reference are paid least next round, and the question becomes how long the score
keeps eliciting new modes. This regime differs from that of Section 3 and Theorem 2: the active
entries no longer describe the whole state, because every accepted record stays in the reference after
the entry that produced it is replaced.

For the persistent reference we fix one prompt, a feature map, and a canonical mode map µ collaps-
ing gate-admitted outputs into the modes of Fig. 1. Two paraphrases of one solution are one mode.
Each mode s has a unit feature ϕs and a fixed validity weight vs ∈ [vmin, vmax], vmin > 0. Each of
N developers makes one gate-admitted submission per round, and we serialize the insertions by a
fixed public order, each entering the reference before the next developer acts. Writing σk = µ(zk)
for the mode of the kth insertion, the reference evolves as Lk+1 = Lk +αvσk

ϕσk
ϕ⊤σk

from L0 = I.
After T rounds, we write ms(T ) for the gated mass at mode s, ps(T ) ∝ ms(T ) for its share, DT

for the number of distinct modes ever played, and VT := log detLNT for the accrued coverage. We
compute two effective mode counts from the share vector p(T ) (Hill, 1973):

Hill-2: Neff(T ) :=
[∑

s
ps(T )

2
]−1

, Hill-1: exp
(
−
∑

s
ps(T ) log ps(T )

)
. (6)

Both equal k when mass spreads evenly over k modes and fall toward one as one mode takes over;
Hill-2 never exceeds Hill-1, so every bound below is stated for Hill-2 and holds for both. For
example, ten records split evenly between the loop and the identity of Fig. 1 yield Neff = 2, and the
same ten with nine on the loop yield 1.22.
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The mode count grows linearly under two conditions on the realized path, one on what developers
can still do and one on what they choose. A path is pathwise δ-rich when the acting developer
can always produce an admitted output whose whitened residual satisfies ϕ⊤L−1

k ϕ ≥ δ against the
current reference Lk, that is, an output at least a fraction δ of whose feature mass the reference has
yet to explain. A path is pathwise γ-rational when every chosen output earns at least a γ fraction
of the best score then available in its own action set (Definitions 4 and 5). We measure both on the
18,432 insertions of Section 5.3. That replay selects by argmax, so γ = 1; the measured δ is 0.13
under an own persistent reference against 0.048 under a shared one. The arm with more breadth thus
has the smaller δ: a shared history explains more of every direction, so every residual shrinks, while
the shared history also keeps developers off the directions the others have taken. In Proposition 1 δ
is a worst-case floor on what remains available, not a forecast of breadth.

Beyond orthogonal modes. Orthogonal modes isolate the mechanism in its simplest form (The-
orem 1): once a mode is represented, a further copy earns less than an unused orthogonal mode.
Under feature overlap, unequal weights, approximate responses and persistence the same principle
caps the mass any one mode can accumulate: a fresh option always scores at least a floor cδ while
an insertion at a saturated mode scores less as its mass grows (Lemmas 2 and 3), so past a fixed
mass it scores under γ times the floor. We write the floor and the cap as cδ := log(1 + αvminδ) and
m̄ := vmax/(e

γcδ − 1) + vmax; raising either δ or γ shrinks m̄, and the second vmax covers the one
serialized insertion crossing the threshold.
Proposition 1 (Persistent mode saturation). Fix a horizon T and suppose the realized path is path-
wise δ-rich and pathwise γ-rational through the first NT insertions. Then every mode obeys
the uniform mass bound ms(T ) ≤ m̄. Consequently every fixed finite set F of modes obeys∑

s∈F ps(T ) ≤ |F |m̄/(NvminT ), and

DT ≥ Nvmin

m̄
T, Neff(T ) ≥ Nvmin

m̄
T, VT ≥ γcδNT. (7)

The proof is given in Section E.1.

The proposition needs no equilibrium assumption, and in the setting of Theorem 1 (δ = γ = 1, unit
weights) the cap simplifies to m̄ = 1+1/α. With the measured constants, (7) givesDT ≥ 2.7 modes
per prompt against 5.7 realized, a factor of 2.1. In contrast, changing only the reward, to a standalone
score with a unique best mode, makes every developer submit that one mode, and VT = log(1 +
αvs⋆NT ) = Θ(log T ) on every horizon. The linear-against-logarithmic gap is therefore attributable
to the reference alone (Corollary 4 and Section I). The feature map’s dimension ends the linear phase:
with unit features in dimension d no policy accrues more than VT ≤ d log(1+αvmaxNT/d), so the
linear phase of Proposition 1 is the approach to a ceiling that rises with the effective dimension of
the declared feature representation (Corollary 5).

5 EMPIRICAL EVALUATION

So far we have reasoned about the reference from the definition of the score. In this section and
the next we vary the reference and nothing else, one row of Table 5 at a time (Section H), holding
the candidates, gate, feature map and update order fixed within each comparison. Refining shared
and persistent from Section 2.2, we call a reference’s lifetime reset when rebuilt from the current
round, persistent when it keeps every record ever admitted, and launch-time when fixed once; its
scope is one developer’s own history or one shared across all of them. Two controls fall outside
this classification: a standalone score, which keeps no reference and which we run as uniform-valid
selection, and a stale one, scored against a population that has since changed. Coverage is GH from
(3) in nats and breadth is Hill-1 effective modes from (6) pooled over developers; Table 3 lists the
full statistics beside the protocols in Section H.

5.1 DOES THE FEATURE MAP SEPARATE MODES?

The feature map separates algorithms and ignores renaming. Because the feature map de-
termines which differences change the score, we test it first. On a paired HumanEval panel the
declared abstract-syntax signature ignores identifiers and comments exactly: five rewrites of one
solution yield ln 6 = 1.79 nats on all 164 problems, the value of five coincident unit vectors, while
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Figure 2: MOSAIC preserves the population geometry under both feedback loops. (a) counts
the release schedules that preserve the potential; an open marker in (b) is a population the reference
leaves unchanged; (c) pools Hill-1 modes over twelve rounds, with standard-error bands.

0 6 12 18
schedules preserving Π

(a)  Potential
preserved

fresh-state

stale reference
18

10

72 74 76 78
held-out tasks solved (%)

12
 p

op
ul

at
io

ns

(b)  On entry
adds task union
launch-time on entry

+1.4 pp  [0.1, 2.7]

2 4 6 8 10 12
adaptation round

10

20

30

po
ol

ed
 H

ill-
1 

m
od

es

(c)  Kept record
retains modes

uniform-valid

+18
modes

shared record
own record

five structurally distinct solutions yield 2.60, 48% of the way to the 5 ln 2 = 3.47 ceiling of five
orthogonal directions. Validity comes from executable tests, independent of the map (Section H.2;
Chen et al., 2021).

5.2 DO DECENTRALIZED AND CONCURRENT UPDATES PRESERVE THE POTENTIAL?

Fresh-state rescoring preserves the potential in every cell. With the representation of Sec-
tion 5.1, the potential identity of (4) holds on all 36,864 non-incumbent unilateral replacements
of the 12 four-slot games we seed, and every maximal improvement path ends at a pure Nash profile
whose coverage is 0.99 of optimal. What breaks monotonicity is concurrency, not decentralization:
across population sizes 4 to 32 every fresh-state cell leaves the potential non-decreasing, while 88%
of stale controls lower it (Section H.4).

5.3 DOES A SHARED PERSISTENT REFERENCE INCREASE BREADTH?

A shared persistent reference closes all but 0.2% of the gap to the oracle. Fresh-state commits
keep the potential rising; the population’s final breadth depends on whether the reference is also
kept and shared. On a 2 × 2 replay of 147,456 frozen Qwen2.5-0.5B-Instruct candidates, crossing
scope with lifetime at fixed event order (Qwen Team et al., 2024), the shared persistent arm ends
0.2% of the uniform-to-oracle range below a greedy oracle that takes the least represented mode at
every insertion (Fig. 4a, in Section H). Along the ordered path from uniform selection to an own
reset reference, then to persistence, then to sharing, the three steps account for 4%, 77% and 19%
of that range: a record of which modes the population already contains does almost nothing unless
it is kept. Scope and lifetime interact, so this is the decomposition along that path and not the only
one. Correctness, which the selection rule never uses, stays at 35% under either persistent reference
(Fig. 4b, Section H.7). Live adaptation gives the same ordering: lifetime accounts for the gain, and
sharing adds nothing measurable once the record is kept (Section 6.2).

6 CASE STUDIES: BENCHMARKS THAT CHANGE THEIR OWN POPULATION

So far we varied the reference on replays we constructed. We now run the same substitution inside
two deployed loops that already change their own population: a multi-agent system whose workers
commit concurrently, and a learner whose next round trains on what it just accepted.

6.1 CONCURRENT MULTI-AGENT SYSTEMS

Fresh-state admission prevents concurrent regressions. Recomputing each score against the
current population preserves coverage in all 18 release schedules, whereas keeping the score com-
puted when the proposal was prepared lets the potential cycle in 8 (Fig. 2a). We replay solved-task
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vectors from 14 official LiveCodeBench releases, each filling one slot, across those 18 provider-
order and overlap schedules (Jain et al., 2025). Concurrency is what separates the two: stale accep-
tance cycles in none of the 6 serialized schedules and in all 6 fully concurrent ones.

The population gains capability at unchanged individual quality. Scoring a proposal against
the population it enters raises the held-out task union at unchanged per-slot accuracy, and on the
later LiveCodeBench window the two populations separate (Fig. 2b, Table 5). Each unit is a four-
slot population of fixed pretrained releases: we train no model and score on a separate 490-item
SVAMP+ASDiv portfolio (Section H.6; Patel et al., 2021; Miao et al., 2020).

With the four candidate patches held fixed, the commit rule closes 15% of RSI-Exam’s
baseline-to-SOTA gap. Four workers each prepare one patch for one deployed system, the same
concurrency as in the release replay (RSI-Exam Team, 2026). We replay the same four patches, all
of which pass the public gate, under both rules, so the commit rule is the only difference between
the two arms: fresh-state admission keeps the public-best worker, while stale acceptance takes all
four, makes three commits that lower the potential, and ends on the public-worst. The sequential
control follows a different workflow and reaches the stale arm’s terminal policy (Section H.8).

6.2 CONTINUAL ADAPTATION

The kept record more than doubles the effective modes retained across training rounds,
whether it is the developer’s own or the population’s. Here the population changes because
the next round trains on what this one accepted. Three Qwen2.5-0.5B-Instruct developers trained
on fresh 32-prompt batches for twelve rounds end at 32 pooled Hill-1 effective modes when each
is scored against its own persistent record and 31 when scored against the population’s, against 15
under uniform-valid selection, over 24 matched seeds (Fig. 2c; Qwen Team et al., 2024). We cross
scope with lifetime to decompose the gain: scoring against a reference at all adds 7 modes, keeping
it across rounds adds 11, and sharing it across the three developers adds −1.4 [−5.6, 2.8], so under
adaptation the record’s lifetime and not its scope sets the breadth. Held-out accuracy changes by
−1.9 points [−3.7, 0.0] and the held-out task union by 0.2 [−1.6, 2.0] (Section H.9).

7 RELATED WORK

Three lines of work are adjacent: one optimizes diversity inside a single model’s sampled group,
where the set is that model’s own samples; a second refreshes the test distribution (Nie et al., 2020;
Kiela et al., 2021; White et al., 2025; Jain et al., 2025; Zhu et al., 2024; Mirzadeh et al., 2025;
Li et al., 2025b); a third studies what a published objective does to the systems that later face it
(Perdomo et al., 2020; Hardt et al., 2022; Dominguez-Olmedo et al., 2025; Chen et al., 2026b). All
three grade each answer against a fixed key or a fixed geometry, so one developer’s best response
never depends on what the others submitted. MOSAIC pays less for a mode the more prevalent
it is in the standing population, on the exact-potential foundation of marginal-contribution games
(Monderer & Shapley, 1996; Vetta, 2002). We work that comparison out in Section I against peer
prediction, market scoring rules, contests, monoculture, clone robustness, evaluation aggregation
and minority rewards.

8 CONCLUSION

Dynamic benchmarking can fundamentally be a mechanism design problem. MOSAIC pays a valid
response the log-determinant coverage it adds beyond the record, so quality plus coverage is an exact
potential: every improvement path ends at a pure Nash profile, and below a sharp quality–novelty
threshold those profiles are exactly the no-repeat allocations of the best modes. Keeping every past
response in the comparison set makes coverage grow linearly while fresh directions remain, against
Θ(log T ) for a standalone score; in our experiments twelve rounds of adaptation end at 32 pooled
effective modes against 15.
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A NOTATION

We fix the recurring symbols of the main results in Table 1 and introduce appendix-local variables
where we first use them. A subscript H marks a quantity measured above the declared background.

Symbol Meaning

Geometry (Section 2)
U , d ground set of records; feature dimension
ϕi ∈ Rd declared feature vector of record i; unit norm throughout
wi ≥ 0 declared validity/reliability weight (not the intrinsic quality bi); wi = 0

excludes the record
α > 0 volume scale; α = 1 in every experiment
V (S) represented coverage of S, the regularized log determinant (1)
LS I+ α

∑
j∈S wjϕjϕ

⊤
j , the reference’s scatter

∆i(S) MOSAIC score: coverage record i adds to reference S

Active population (Sections 2.4 and 3)
N , Ai number of developers; developer i’s menu of admissible actions
X , λx prompt suite; prompt weights
Hx background at prompt x: records in the reference that no developer owns
A(a), A−i(a) population at profile a; population with entry i held out
GH(C) represented coverage of active set C above the background (Section 2.4)
bi(ai), ui(a) declared intrinsic quality of developer i’s menu item; payoff bi(ai) + ωsi(a)
Π(a) population objective, quality plus coverage

∑
i bi(ai) + ωGH(A(a))

(Section 3.2); the exact potential of Theorem 2
si(a) developer i’s leave-one-out score (Section 2.4)
s̃i(ai), hi background-only score GH({ai}), coverage above the background alone;

strictly increasing utility map ui = hi(si) in Proposition 3
bk, ω, Rb, χα intrinsic quality of mode k; weight on coverage; quality range b1 − bd; novelty

premium log((1 + α)2/(1 + 2α))
UH external utility the deployer wants; ϵi its gap to GH , ηi the equilibrium slack

Persistent reference (Section 4)
µ, s mode map collapsing outputs into behavioral classes; a mode
vs ∈ [vmin, vmax] fixed weight of mode s
T , ms(T ), ps(T ) rounds; gated mass at mode s; its share
DT , VT modes ever played; accrued coverage log detLNT

Neff(T ) Hill-2 effective mode count, the inverse Simpson index of ps(T ) (6)
δ, γ frontier richness; per-insertion rationality fraction
cδ , m̄ score floor for a fresh direction; saturation mass cap (Section 4)

Measured quantities (Section 5)
Hill-1, Hill-2 effective mode counts (6): exp of Shannon entropy, and inverse Simpson, of

the mode shares ps(T ) (Hill, 1973)
task union share of held-out tasks solved by at least one model in the population
dz paired Cohen’s d; all intervals are paired Student-t

Table 1: Notation for the main results. Recurring symbols keep the same meaning in the main text
and proofs.

B GEOMETRY AND COVERAGE PROOFS

Proposition 2 (Symmetric orthogonal-menu separation). Let α > 0 and d ≥ N ≥ 2. Suppose
every developer shares the same public menu [d] and chooses ai ∈ [d], with modes represented by
orthogonal unit vectors e1, . . . , ed. All weights are one, the background is empty, and coverage is

V (a) = log det

(
I + α

N∑

i=1

eai
e⊤ai

)
.

Under shared leave-one-out scores, the pure Nash profiles are exactly those with no repeated
mode. Every equilibrium therefore maximizes coverage and attains N log(1 + α), so the shared
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game’s price of anarchy (the ratio between the worst equilibrium and the optimum) is one. More-
over, from any profile occupying K modes, strict best-response dynamics reach an optimal no-
repeat profile in at most N −K accepted duplicate-to-unused updates. Under standalone scoring
s̃i(ai) = log det(I+αeai

e⊤ai
), every action has score log(1+α); hence every profile is a pure Nash

equilibrium, including complete collapse onto one mode. The standalone game’s worst-equilibrium
coverage ratio is exactly

mina∈PNE V (a)

maxb V (b)
=

log(1 + αN)

N log(1 + α)
,

which tends to zero as N grows for fixed α. The proof is given in Section B.4.

B.1 DIMINISHING VALID COVERAGE

Log-determinant coverage is the standard submodular design objective (Krause & Golovin, 2014;
Kulesza & Taskar, 2012); we record the statement the body uses.

Lemma 1 (Diminishing returns of log-determinant coverage). For positive-semidefinite feature ge-
ometry and fixed nonnegative validity weights, the function V on finite subsets of U is normalized,
monotone, and submodular. Hence ∆i(A) ≥ ∆i(B) ≥ 0 for finite A ⊆ B ⊆ U and i ∈ U \B.

Proof. Let
LS = I+ α

∑

i∈S

wiϕiϕ
⊤
i . (8)

Each rank-one term is positive semidefinite because wi ≥ 0, so LS ⪰ I ≻ 0 and every inverse and
log determinant below is well defined.

For monotonicity, take A ⊆ B and write

LB = LA + α
∑

j∈B\A

wjϕjϕ
⊤
j = LA + CB\A, CB\A ⪰ 0. (9)

Congruence by L−1/2
A gives

L
−1/2
A LBL

−1/2
A = I+ L

−1/2
A CB\AL

−1/2
A ⪰ I. (10)

Every eigenvalue of the matrix on the right of (10) is at least one. Taking determinants and then
logarithms therefore yields

V (B)− V (A) = log det
(
L
−1/2
A LBL

−1/2
A

)
≥ 0. (11)

Thus V is monotone, and V (∅) = log det I = 0 gives normalization.

For diminishing returns fix i /∈ S. Factoring LS out and applying the rank-one determinant lemma
gives

V (S ∪ {i})− V (S) = log det
(
LS + αwiϕiϕ

⊤
i

)
− log detLS

= log det
(
I+ αwiL

−1/2
S ϕiϕ

⊤
i L

−1/2
S

)

= log

(
1 + αwi

∥∥∥L−1/2
S ϕi

∥∥∥
2

2

)

= log
(
1 + αwiϕ

⊤
i L

−1
S ϕi

)
.

(12)

The third line uses the rank-one determinant identity

det(I+ uu⊤) = 1 + u⊤u, u =
√
αwi L

−1/2
S ϕi,

and (12) shows that each increment is nonnegative.

Now let A ⊆ B and i /∈ B. Equation (9) implies LA ⪯ LB , and positive-definite order reverses
under inversion:

L−1
B ⪯ L−1

A . (13)
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Applying the same quadratic form to (13), multiplying by αwi ≥ 0, adding one, and using that log
is increasing gives

∆i(B) = log
(
1 + αwiϕ

⊤
i L

−1
B ϕi

)

≤ log
(
1 + αwiϕ

⊤
i L

−1
A ϕi

)

= ∆i(A).

(14)

Equation (14) is the diminishing-returns definition of submodularity.

Remark 1 is the wi = 0 case of the same algebra: the rank-one term αwiϕiϕ
⊤
i is the zero matrix, so

LS∪{i} = LS , ∆i(S) = 0, ∆j(S ∪ {i}) = ∆j(S)

for every other candidate j: a gated record adds nothing to coverage and leaves every other score
untouched.

B.2 QUALITY-PLUS-COVERAGE POTENTIAL AND EQUILIBRIUM OBJECTIVE

Proof of Theorem 2. Fix developer i and a unilateral replacement ai → a′i. The leave-one-out set
A−i is the same before and after the replacement. Subtracting the two current scores therefore
cancels the common term:

si(a
′
i, a−i)− si(ai, a−i) =

[
GH(A−i ∪ {a′i})−GH(A−i)

]
−
[
GH(A−i ∪ {ai})−GH(A−i)

]

= GH

(
A(a′i, a−i)

)
−GH

(
A(ai, a−i)

)
.

(15)
Adding bi(a′i)− bi(ai) to both sides and multiplying the coverage terms by ω gives

ui(a
′
i, a−i)− ui(ai, a−i) = Π(a′i, a−i)−Π(ai, a−i),

which is the exact-potential identity (4). Every accepted strict better response strictly increases Π(a).
Because the product of the finite menus contains only finitely many profiles, no strict-improvement
path can be infinite. A maximal path ends at a profile in which no developer has a profitable unilateral
replacement, that is, at a pure Nash profile.

For the half guarantee we extend Π to sets of entries. For a finite set C of entries (i, a) with a ∈ Ai

put
Π(C) :=

∑

(i,a)∈C

bi(a) + ωGH(C),

so that Π(a) = Π(A(a)) and, by the definition of si,

ui(a) = Π
(
A(a)

)
−Π

(
A−i(a)

)
.

The first term is a nonnegative modular function of C and the second is normalized, monotone,
and submodular, so Π is normalized, monotone, and submodular. Let S = A(a) be the population
of a pure Nash profile and let O = A(a⋆) = {o1, . . . , oN} maximize Π over feasible profiles. The
comparison set S∪O may contain an incumbent and an alternative from the same slot; it is used only
to bound the objective and need not itself be a feasible population. Monotonicity, submodularity,
and then diminishing returns give

Π(O) ≤ Π(S ∪O)

≤ Π(S) +

N∑

i=1

[
Π(S ∪ {oi})−Π(S)

]

≤ Π(S) +

N∑

i=1

[
Π((S \ {ai}) ∪ {oi})−Π(S \ {ai})

]
.

(16)

Each term in the final sum is developer i’s payoff from deviating to oi, and the Nash condition
bounds it by the incumbent payoff,

Π((S \ {ai}) ∪ {oi})−Π(S \ {ai}) = ui(oi, a−i) ≤ ui(a) = Π(S)−Π(S \ {ai}). (17)
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Finally, order the elements of S arbitrarily. Each removal gain on the right of (17) is at most the
corresponding insertion gain against its prefix, by diminishing returns. The prefix gains telescope,
so

N∑

i=1

[
Π(S)−Π(S \ {ai})

]
≤ Π(S). (18)

Combining (16)–(18) gives Π(O) ≤ 2Π(S), proving (5). At b ≡ 0 the objective is ωGH(A(a)) and
the bound is the half-coverage guarantee.

B.3 ORDINAL POTENTIAL UNDER MONOTONE UTILITIES

Proposition 3 (Ordinal potential under monotone utilities). In the epoch of Theorem 2, let each
developer i have utility ui(a) = hi(si(a)) for a strictly increasing hi. ThenGH(A(a)) is an ordinal
potential: every unilateral replacement satisfies sign[ui(a′i, a−i)−ui(a)] = sign[GH(A(a′i, a−i))−
GH(A(a))]. The pure Nash profiles are exactly those of the coverage game, every serialized strict-
improvement path is finite, and (5) holds at b ≡ 0 (proof in Section B.3).

Proof of Proposition 3. Fix developer i and a unilateral replacement ai → a′i, and write

∆s := si(a
′
i, a−i)− si(a), ∆G := GH

(
A(a′i, a−i)

)
−GH

(
A(a)

)
.

By (15), ∆s = ∆G. Since hi is strictly increasing,

ui(a
′
i, a−i)− ui(a) = hi

(
si(a) + ∆s

)
− hi

(
si(a)

)

has the sign of ∆s, hence of ∆G, which is the defining property of an ordinal potential (Monderer
& Shapley, 1996).

A profile is a pure Nash profile exactly when no unilateral replacement has a positive payoff change;
by the sign identity this is the condition that no unilateral replacement raises GH(A(a)), which by
(15) is also the pure Nash condition of the coverage game, so the two equilibrium sets coincide. The
menus are finite, so along a serialized strict-improvement path GH(A(a)) strictly increases through
finitely many values and the path is finite; this is the finite improvement property that every finite
ordinal potential game has (Monderer & Shapley, 1996). The bound (5) at b ≡ 0 is a statement
about the pure Nash profiles of the coverage game, and since the two games have the same pure
Nash profiles, it transfers unchanged. The affine payoff ui(a) = bi(ai) + ωsi(a) is not of the form
hi(si(a)), since bi(ai) depends on the action and not on the score; Theorem 2 covers it directly.

B.4 SYMMETRIC ORTHOGONAL-MENU SEPARATION

Proof of Proposition 2. For a profile a, let

nk(a) =
∣∣{i : ai = k}

∣∣, k ∈ [d].

Orthogonality diagonalizes the coverage matrix, giving

V (a) =

d∑

k=1

log
(
1 + αnk(a)

)
. (19)

If developer i occupies mode k, its shared leave-one-out score is therefore

si(a) = log

(
1 + αnk(a)

1 + α(nk(a)− 1)

)
. (20)

First consider a profile with a repeated mode. Some k has nk(a) ≥ 2, so the profile occupies at most
N − 1 modes. Since d ≥ N , there is an unused mode ℓ. Moving any developer from k to ℓ changes
its score from (20) to log(1 + α), and the latter is strictly larger because

(1 + α)
(
1 + α(nk(a)− 1)

)
− (1 + αnk(a)) = α2(nk(a)− 1) > 0.

Thus no profile with a repeated mode is a pure Nash equilibrium.

21



Preprint

The same argument gives the finite best-response bound. If a profile occupies K < N modes, at
least one developer occupies a repeated mode and at least one mode is unused. For any developer
on a repeated mode, every unused mode gives score log(1 + α), while every mode occupied in
its leave-one-out reference gives a strictly smaller score by the calculation above. A strict best
response therefore moves the developer from a repeated mode to an unused one. Each accepted
update increases the number of occupied modes by one, so after at most N −K accepted updates
the profile occupies N modes and is optimal.

Conversely, suppose all occupied modes are distinct. Every incumbent score equals log(1 + α). A
deviation to an unused mode preserves this score. A deviation to a mode occupied by m ≥ 1 other
developers yields

log

(
1 + α(m+ 1)

1 + αm

)
< log(1 + α),

where strictness follows from

(1 + α)(1 + αm)− (1 + α(m+ 1)) = α2m > 0.

Hence no unilateral deviation is profitable, and the profile is a pure Nash equilibrium. The shared-
game equilibria are therefore exactly the no-repeat profiles.

They are also precisely the coverage maximizers. If nk(a) ≥ 2 and nℓ(a) = 0, moving one occupant
from k to ℓ changes the two affected terms in (19) by

log

(
(1 + α(nk(a)− 1))(1 + α)

1 + αnk(a)

)
> 0,

again because the numerator exceeds the denominator by α2(nk(a) − 1). Repeating this operation
eliminates every duplicate and yields V (a) = N log(1 + α). Since every shared-game equilibrium
attains this optimal value, the shared game’s price of anarchy is one.

Under standalone scoring, the score of any action is instead

s̃i(k) = log det(I + αeke
⊤
k ) = log(1 + α),

independently of both k and the other developers’ choices. Every profile is therefore a pure Nash
equilibrium. In particular, the fully collapsed profile has one occupancy equal to N and all others
zero, so (19) gives coverage log(1 + αN).

This collapsed value is the minimum coverage of any profile. Indeed,

expV (a) =
∏

k:nk(a)>0

(
1 + αnk(a)

)
≥ 1 + α

d∑

k=1

nk(a) = 1 + αN,

because all omitted product terms are nonnegative. Since every standalone profile is an equilibrium
and no-repeat profiles attain the common optimum N log(1 + α), the standalone game’s worst-
equilibrium coverage ratio is exactly

log(1 + αN)

N log(1 + α)
. (21)

For fixed α > 0, the numerator is O(logN) and the denominator is Θ(N), so this ratio tends to zero
as N → ∞.

B.5 QUALITY-PERTURBED ORTHOGONAL MENUS

The payoffs ui(a) = bai + ωsi(a) and ũi(a) = bai , the quality range Rb = b1 − bd and the
novelty premium χα = log

(
(1 + α)2/(1 + 2α)

)
> 0 are those of Section 3.1; the orthogonal-menu

conditions are those of Proposition 2.

Proof of Theorem 1. Let

mα(n) := log
1 + αn

1 + α(n− 1)
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be the coverage added by the nth occupant of one mode. This quantity decreases in n, and the gap
between the coverage added by the first occupant of a mode and by the second is exactly the novelty
premium,

mα(1)−mα(2) = χα.

If a developer shares mode k with n− 1 ≥ 1 others and mode ℓ is unused, moving to ℓ changes its
payoff by

bℓ − bk + ω
[
mα(1)−mα(n)

]
≥ −Rb + ωχα > 0.

No MOSAIC equilibrium can therefore repeat a mode.

A no-repeat profile that omits one of the top N modes assigns some developer to a lower-quality
mode. Moving that developer to the omitted higher-quality mode leaves its coverage at mα(1) and
strictly raises intrinsic quality. Conversely, consider a no-repeat allocation of the top N modes. A
move to an unused mode lowers intrinsic quality and leaves the coverage unchanged. A move onto
an occupied mode changes payoff by at most Rb − ωχα < 0. The no-repeat allocations of the top
N modes, and only these, are pure Nash.

The augmented objective
∑

i bai
+ωV (a) is the population objective Π of Section 3.2 on this menu,

an exact potential by Theorem 2. Any duplicate-to-unused move raises it when Rb < ωχα, and
among no-repeat profiles the allocation of the topN modes maximizes it. Under standalone scoring,
strict ordering makes mode 1 every developer’s unique best response, so full collapse is the unique
equilibrium. Finally, for N = d = 2, a developer in the collapsed profile gains −Rb + ωχα by
moving from mode 1 to mode 2. The collapsed profile is therefore a MOSAIC equilibrium exactly
when Rb ≥ ωχα.

B.6 SURROGATE-TO-UTILITY TRANSFER

Let UH be a normalized, monotone, submodular external utility over active actions; the argument
below extends the valid-utility-game bound of Vetta (2002). For F ∈ {GH , UH} define the gain
from replacing entry i by a′i as

∆F
i (a

′
i; a) := F

(
A−i(a) ∪ {a′i}

)
− F

(
A(a)

)
. (22)

Theorem 3 (Surrogate-to-utility transfer). Suppose a profile a is a (η1, . . . , ηN )-approximate MO-
SAIC equilibrium,

∆GH
i (a′i; a) ≤ ηi for every i and a′i ∈ Ai,

and the two objectives agree on the menus to within a surrogate gap ϵi:
∣∣∣∆UH

i (a′i; a)−∆GH
i (a′i; a)

∣∣∣ ≤ ϵi for every i and a′i ∈ Ai. (23)

Then

UH(A(a)) ≥ 1

2

[
max

b∈
∏

i Ai

UH(A(b))−
N∑

i=1

(ηi + ϵi)

]
. (24)

In particular, an exact MOSAIC equilibrium with uniform surrogate gap ϵ achieves at least
1
2UH(OPT)− 1

2Nϵ.

Proof. Write S = A(a) and let O = A(b⋆) = {o1, . . . , oN} maximize UH over feasible profiles.
The approximate MOSAIC condition and menu alignment imply, for each optimal replacement oi,

UH

(
(S \ {ai}) ∪ {oi}

)
− UH(S) = ∆UH

i (oi; a) ≤ ηi + ϵi. (25)

Thus a profile that is approximately stable under represented coverage is also approximately stable
under the external utility, with additive error ηi + ϵi for slot i.

Normalization, monotonicity, and submodularity of UH give the same comparison-set bound as
(16):

UH(O) ≤ UH(S) +

N∑

i=1

[
UH

(
(S \ {ai}) ∪ {oi}

)
− UH(S \ {ai})

]
. (26)
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For every summand, insert and subtract UH(S) and apply (25):

UH

(
(S \ {ai}) ∪ {oi}

)
− UH(S \ {ai})

≤ ηi + ϵi + UH(S)− UH(S \ {ai}).
(27)

The removal gains of any normalized submodular function obey

N∑

i=1

[UH(S)− UH(S \ {ai})] ≤ UH(S), (28)

which follows by ordering the elements of S, bounding each removal gain by its insertion gain
against the corresponding prefix, and telescoping. Combining (26)–(28) yields

UH(O) ≤ 2UH(S) +

N∑

i=1

(ηi + ϵi), (29)

which rearranges to the stated external-utility bound.

The transfer bound depends on the surrogate gap: the theorem assumes the gap is bounded on the
feasible menus, while in our workflow studies we score the selected endpoint with independent
hidden or verified utility.

C AXIOMATIC CHARACTERIZATION OF THE MOSAIC SCORE

Definition 1 belongs to a broader class: every monotone submodular set function on records induces
an increment that discounts duplicates (Krause & Golovin, 2014). Three hypotheses on a population-
relative score reduce that class to the log determinant up to its two constants (Theorem 4): increment
accounting, isotropic additive coverage and an additive congestion law. Dropping the congestion law
and asking only that the copies of a replicated record be paid in total a finite, nonzero multiple of
one honest entry still forces logarithmic growth (Corollary 2).

Setting. A population-relative score pays s(i | S) ∈ R to a record i against a finite reference S
of admitted records, each with a unit feature ϕ ∈ Rd and a gate weight w ≥ 0. Write Σ(S) =∑

j∈S wjϕjϕ
⊤
j for the reference scatter and λ1, . . . , λd for its eigenvalues.

Definition 2 (Payment axioms). The score satisfies:

(P1) Anonymity. s(i | S) depends on S only through the multiset {(wj , ϕj)}j∈S .

(P2) Path independence. Admitting a finite set in any order yields the same total payment; equiv-
alently there is V with V (∅) = 0 and s(i | S) = V (S ∪ {i}) − V (S). This is the discrete
analogue of the path independence that defines cost-function market makers (Hanson, 2003;
Abernethy et al., 2013); for set functions the equivalence follows by telescoping.

(P3) Gate nullity. A record with w = 0 is paid nothing and leaves V unchanged.

(P4) Scatter sufficiency and isotropy. V (S) = Φ(Σ(S)) for some Φ with Φ(UΣU⊤) = Φ(Σ) at
every orthogonal U .

(P5) Orthogonal additivity. If every feature of S1 is orthogonal to every feature of S2, then V (S1 ∪
S2) = V (S1) + V (S2).

Throughout, V is monotone and submodular, which is the formal content of paying a duplicate less
than the record it duplicates.

Of the five, (P4) is the only substantive restriction: it identifies weight with feature scale, so a
record of weight w at unit ϕ is treated as one of weight 1 at

√
wϕ. The other four are bookkeeping

requirements on the payment stream. We write g(λ) for the value V assigns to a single record of
weight λ at a unit feature, and g′+ for its right derivative.
Theorem 4 (Characterization of the log-determinant score). Suppose a population-relative score
satisfies
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(i) increment accounting: (P1)–(P3);

(ii) isotropic additive coverage: (P4)–(P5), with V monotone and submodular;

(iii) additive congestion: the reference acts on a candidate only through a scalar congestion τ ≥
0 that is nondecreasing and nonzero, vanishes on the empty reference, and is additive in
admitted mass along a direction, so that the increment at incumbent mass m in a direction is
g(m + w) − g(m) = Φ0

(
w/(1 + τ(m))

)
for some Φ0 with a finite positive right derivative

at zero.

Then there is α > 0 such that, for every finite reference S,

V (S) =
g′+(0)

α
log det

(
I+ αΣ(S)

)
. (30)

Normalizing g′+(0) = α gives (1), whose increment is Definition 1.

Proof. Step 1 (spectral form). (P2) yields V and (P4) gives V (S) = Φ(Σ(S)) with Φ a function of
the spectrum alone. Fix a positive semidefinite Σ with decomposition Σ =

∑
r λruru

⊤
r and realize

it by the d records (λr, ur), whose features are pairwise orthogonal. Applying (P5) d−1 times gives

Φ(Σ) =

d∑

r=1

Φ
(
λruru

⊤
r

)
.

A single record has spectrum {λ, 0, . . . , 0}, so by (P4) its value is a function of λ alone, namely
g(λ), and

V (S) =

d∑

r=1

g
(
λr(Σ(S))

)
. (31)

(P3) with V (∅) = 0 gives g(0) = 0, and monotonicity of V gives g nondecreasing. Restricting
submodularity to a single direction gives, for m ≤ m′ and w ≥ 0,

g(m+ w)− g(m) ≥ g(m′ + w)− g(m′),

which is concavity of g. Every rule obeying (i)–(ii) is therefore indexed by one nondecreasing
concave scalar function; rank rewards, fixed prize pools and Elo-type updates are excluded at (P2),
and rules privileging a coordinate direction at (P4).

Step 2 (exact form). Additivity and monotonicity of τ give τ(m) = αm with α > 0 by Cauchy’s
equation, so the increment at incumbent massm is g(m+w)−g(m) = Φ0

(
w/(1+αm)

)
. Dividing

by w and letting w ↓ 0 yields

g′+(m) =
Φ′

0,+(0)

1 + αm
,

and evaluating at m = 0 identifies Φ′
0,+(0) = g′+(0). Integrating from 0 with g(0) = 0 gives

g(λ) =
g′+(0)

α
log(1 + αλ),

and substituting into (31) and summing over the spectrum gives (30).

The congestion law is the hypothesis that selects the exact form. Without it, the class (i)–(ii) is still
pinned down asymptotically by the total payment to a record’s copies.
Definition 3 (Replication gain). For w with g(w) > 0, an owner submits n copies of one record
(w, ϕ) into an empty reference. The owner’s total leave-one-out payment, relative to the payment to
one record in an unoccupied direction, is

β(n) =
n
[
g(nw)− g((n− 1)w)

]

g(w)
, β(1) = 1. (32)

The normalization is the comparison an owner actually faces: splitting one capability across n
entries is profitable exactly when the n entries are paid more in total than one entry on an uncovered
direction.
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Corollary 2 (Growth class without the congestion law). Under (i)–(ii) alone, let L =
limλ→∞ λg′+(λ) ∈ [0,∞]. Then limn→∞ β(n) = L/g(w). Consequently the replication gain
is finite and nonzero if and only if L ∈ (0,∞), in which case g(λ) = L log λ+ o(log λ).

Proof. The n copies are exchangeable, so each is paid g(nw)− g((n− 1)w) and the owner’s total
is n times that. Concavity, from Step 1 above, places this finite difference between the one-sided
derivatives at its endpoints,

w g′+(nw) ≤ g(nw)− g
(
(n− 1)w

)
≤ w g′+

(
(n− 1)w

)
.

After multiplication by n, both bounds converge to L because the two endpoints are asymptotically
equal; division by g(w) gives the first claim. When L ∈ (0,∞), integrate the eventual bounds

L− ϵ

t
≤ g′+(t) ≤ L+ ϵ

t
and send ϵ ↓ 0 to get g(λ)/ log λ→ L.

The three regimes are exhaustive whenever L exists. Superlogarithmic g, such as λp with p ∈ (0, 1),
has L = ∞: replication is unboundedly profitable. Bounded g has L = 0 and zero asymptotic
replication gain, but it also caps V , so accrued coverage stops growing at a finite horizon. The
logarithmic class is the only one with finite nonzero asymptotic replication gain and unbounded
accrued coverage.
Corollary 3 (The score and its constant). For the score of Theorem 4 normalized to g′+(0) = α, the
replication gain satisfies

lim
n→∞

β(n) · log(1 + αw) = 1. (33)

For finite n the exact gain is

β(n) =
n log

(
(1 + αnw)/(1 + α(n− 1)w)

)

log(1 + αw)
. (34)

At unit weight the asymptotic gain is at most one exactly when α ≥ e − 1. By contrast, we run the
experiments at α = 1, where 1 < β(n) < 1/ log 2 for every n ≥ 2. Exact replication is profitable,
and its aggregate gain approaches 1/ log 2.

Proof. Here g(λ) = log(1 + αλ) has

λg′(λ) =
αλ

1 + αλ
−→ 1 (λ→ ∞),

so L = 1 in Corollary 2 and

lim
n→∞

β(n) =
1

g(w)
=

1

log(1 + αw)
,

which is (33). Substituting g into (32) gives (34).

At w = 1 the asymptotic gain is at most one exactly when log(1 + α) ≥ 1, that is when α ≥ e− 1.
At α = w = 1 the finite gain is

β(n) =
n log(1 + 1/n)

log 2
=

log
(
(1 + 1/n)n

)

log 2
,

and for n ≥ 2 the binomial theorem and the standard exponential bound give

2 <
(
1 +

1

n

)n
< e.

Taking logarithms yields 1 < β(n) < 1/ log 2.

If we normalize instead to g′+(0) = α/2, V is the D-optimal criterion of classical experiment design
(Lindley, 1956; Chaloner & Verdinelli, 1995) and payments are in nats of information about model
quality; the characterization holds under either normalization.

Equation (33) shows that the ridge constant controls the replication incentive: the asymptotic aggre-
gate payment to unit-weight exact copies crosses the honest payment at α = e− 1. Representation-
level splits into separated directions obey a different bound, Proposition 6. Sufficiency is the routine
direction and follows from Lemma 1 together with Proposition 5.
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Object Role in the protocol Failure if omitted

Prompt and response Defines the unit whose
contribution is measured

Cross-prompt repetition is
invisible to a per-response score

Validity gate w Removes known-invalid mass
before geometry is evaluated

Fluent invalid padding can appear
diverse

Feature map ϕ Determines which response
differences count as directions

Paraphrase or semantic splitting
can be miscounted

Reference set Makes a score conditional on
the coverage the reference
already represents

A static reward keeps awarding
full credit to outputs in saturated
directions

External endpoint Evaluates usefulness
separately from the selection
objective

The mechanism can reward a
proxy without evidence of
adaptation value

Table 2: Protocol objects and their roles. We test each component separately because each admits
a different failure.

D MECHANISM AND EVALUATION PROTOCOL

D.1 POPULATION, VALIDITY, AND FEATURE GEOMETRY

The service logs each scoring event so a third party can recheck it: the prompt, sampled response,
gate inputs and resulting nonnegative weight w(x, y), feature vector ϕ(x, y), epoch, verified slot,
population version, incumbent, proposal, computed score, and commit decision. A response can
have high absolute quality and still receive a small live contribution score when a nearby direction
is already represented. We therefore report absolute quality separately from reference-conditional
reward.

Remark 1 (Zero weight). If wi = 0 then V (S ∪ {i}) = V (S) and no other candidate’s score
changes, so an output rejected by the validity signal cannot create coverage. The weight is a protocol
input: correctness or other validity criteria come from a task oracle, checker, or calibrated judge,
and MOSAIC reweights the outputs they admit.

Validity weight. We apply the validity weight to each item before computing coverage. On verifi-
able tasks it comes from a binary task oracle or a calibrated soft checker. On open-ended tasks it may
come from an LLM-judge validity gate. MOSAIC neither estimates nor validates that signal. An
item assigned zero mass contributes no rank-one scatter term, so it can inflate neither its own margin
nor the apparent novelty of other items. However, a false positive still adds its rank-one scatter term
as a valid item would, which is why calibration and adversarial probes remain necessary.

Standing population. The standing population has a fixed background H and a current active
population A(a). The background changes only at an explicit epoch boundary. The population is
live: member i is paid against every other current member,

si(a) = GH(A(a))−GH(A−i(a)), (35)

which is the leave-one-out score si of Section 2.4. This is the convention under which the finite
game of Theorem 2 has potential GH(A(a)).

Which convention the evaluator adopts determines whether same-round redundancy is credited. Un-
der the alternative convention, in which each member is scored against the fixed background alone,
s̃i(ai) = GH({ai}), the game remains an exact potential game, but its potential is the separable∑

iGH({ai}), so two identical outputs submitted in the same round are both paid in full and same-
round redundancy is not internalized. Any deployment reporting a MOSAIC score should say which
of (35) and the history-only rule it evaluates, because the population objective the mechanism aligns
with differs between them. Table 2 lists the five protocol objects and the failure each one guards
against. We specify each object in turn in the rest of this subsection and in the subsections that
follow.
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Feature and kernel representations. Let Φ contain feature vectors as columns and let W be the
diagonal matrix of nonnegative weights. The weighted feature scatter and response-space Gram
forms are equivalent by Sylvester’s determinant identity,

det
(
I+ αΦWΦ⊤) = det

(
I+ αW 1/2KW 1/2

)
, K = Φ⊤Φ. (36)

The conjugation by W 1/2 keeps the kernel-side matrix symmetric positive semidefinite; the one-
sided WK has the same determinant but is not symmetric. A directly specified similarity matrix
has this feature-space interpretation only when it is positive semidefinite, which is the L-ensemble
condition of determinantal point processes (Kulesza & Taskar, 2012). We retain a positive ridge
because it makes every matrix invertible and prevents near-singularity from becoming a numerical
claim of infinite novelty.

For the primary arithmetic geometry we use a direct normalized feature map of operator unigrams,
operator bigrams, and chain length. Its empirical scatter is positive semidefinite by construction. We
treat generic text embeddings only as secondary diagnostics; the fixed comparator is the sentence
encoder of Section H.2.

D.2 ACTIVE-POPULATION SERVICE CONTRACT

At the beginning of an epoch, the evaluator freezes the prompt suite, prompt weights, background
records, gate, representation, slot population, and admissible action menus. Each action is a uniquely
identified fixed bundle of prompt-level records. The service stores one current action per verified
slot and a monotonically increasing population version.

For a proposal from slot i, the server performs one atomic transition:

1. read the current population version and form the same leave-one-out reference A−i for the in-
cumbent and proposal;

2. compute both live contributions against that reference;

3. accept only if the proposal is a strict improvement under the published numeric tolerance εadm
and deterministic tie rule;

4. compare-and-swap the slot against the version read in step 1; if the version is stale, return to step
1 and rescore before committing;

5. after a successful commit, increment the population version and recompute affected displayed
contribution scores.

Theorem 2 assumes exact comparison, equivalently εadm = 0. A positive tolerance generally yields
only a tolerance equilibrium unless no gain lies in (0, εadm]; in the primary finite games we checked
that none does.

This contract permits independent proposal preparation but not simultaneous accepted writes. It also
prevents a proposal from being accepted on a stale high margin after another slot has committed an
action in the same direction. Every accepted update increases the exact potential, but convergence
of an operating service additionally needs fair opportunities and responsive developers as stated in
Theorem 2. Figure 3 shows the resulting state graph under fresh and stale admission.
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prepared concurrently, committed in any order
si=V(A) −V(A−i) what slot i is paid
three slots prepare at once

Δsi=ΔΨ for every unilateral swap
no lock · no global round · only the state at commit

so the state graph cannot close

fresh-state rescoring
admit iff ΔΨ>0

one stale quote
admit iff ΔΨquote>0

ΔΨquote≠ΔΨ once another slot commits
Ψ(aNE) ≥ 1

2Ψ(a*) at every terminal roster

Ψ =V(A)

commit order

pure Nash

Ψ falls here

Figure 3: Fresh-state admission implements ascent in the geometric potential. Concurrent pro-
posals may be prepared independently, but each accepted replacement is rescored against the popu-
lation it enters. Every fresh-state edge then increases the potential; a stale quote can decrease it and
return the process to a population it already left. Counts and replay details appear in Section H.5.

D.3 OUTCOME ISOLATION AND STATISTICAL UNITS

The external SVAMP/ASDiv questions are public inputs needed for response generation, but we
withhold their answer keys and every derived correctness field from the mechanism and profile-lock
stages. We lock the final action identifiers before an isolated scorer joins them to response artifacts
and private answers. The MOSAIC representation, potential, and internal coverage never use the
external endpoint. Here “private” means execution-isolated from the selector until locking, not that
the benchmark sources or gold labels are unavailable publicly.

Within an experimental cell we match prompts, generation budgets, and training budgets across all
controlled comparisons. We pair effects within the unit each result states, report paired Student-t
intervals at 95% except where a paired task bootstrap is named, and generate seeds deterministically
from a base seed. For adaptation results we report the per-round curves, so the reader can distinguish
a short-lived quality shift from a persistent population shift.

An independently seeded four-slot population is the scientific unit within each panel. Develop-
ers, prompts, update opportunities, and schedule replays are not additional replicates. The primary
effect is the population-level current-minus-launch difference in source-balanced capability-union
exact match; we give each panel its own paired Student-t interval and decision. For mean per-slot
exact match we test noninferiority against the frozen −0.02 margin. No secondary representation,
schedule, batch size, or source-specific endpoint can rescue a failed primary endpoint or integrity
gate.

In the two frozen-output panels we sample generation seeds conditional on one cached model, the
fixed item portfolio, and fixed action recipes; in the heterogeneous panel we condition on four
declared checkpoints. In neither design do we sample developers or model families.
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E PROOF OF THE PERSISTENT-REFERENCE RESULT

The theorem needs one condition on what developers can still do and one on what they choose.
The first says that every developer still has a fresh direction available: at every history, each de-
veloper can still produce an admitted output whose feature mass lies at least δ outside the span of
the current reference. For developer a and a finite pre-action reference history h, let Ma(h) be the
gate-admitted modes that developer can produce at h.
Definition 4 (Developer-specific rich frontier). For δ > 0, the action correspondence has a uni-
formly δ-rich frontier if, for every developer a and every finite protocol-reachable history h imme-
diately before a acts, there exists u ∈ Ma(h) such that ϕ⊤uL

−1
h ϕu ≥ δ, where Lh is the reference

at h: at least a fraction δ of the output’s feature mass is left unexplained after whitening by the
reference. Mass of at least δ outside the span suffices, since with W (h) the span of the reference,
ϕ⊤uL

−1
h ϕu ≥ ∥PW (h)⊥ϕu∥2. A realized path is pathwise δ-rich when this requirement is imposed

only at the pre-action histories that occur on that path, which is the weaker property the theorem
uses.
Definition 5 (Pathwise γ-rationality). A realized developer profile is pathwise γ-rational, γ ∈ (0, 1],
if at every insertion the chosen output earns at least γ times the supremum score available in the
acting developer’s own action set against the current reference. This is a per-insertion approximate
best response, not an expectation or population-equilibrium condition.
Corollary 4 (Static-score comparison). Specialize the theorem’s setting to a fixed shared action set
M whose induced correspondence is uniformly δ-rich. In both arms keep the same prompt, gate,
N developers, fixed public choice-and-insertion order, initially empty accumulating reference, mode
features, validity weights, and the same coverage functional VT . In the comparison arm, change only
the reward to a standalone score qs > 0. The reference is still updated after every insertion, but it
does not enter q and is used only to compute VT . If q has a unique best mode s⋆ and the realized
profile is pathwise γ-rational with respect to q for γ > sups̸=s⋆ qs/qs⋆ , then every developer submits
s⋆. For every T ,

VT = log(1 + αvs⋆NT ), (37)
and hence VT = Θ(log T ) as T → ∞.

The corollary isolates what the reference is doing. Under the identical insertion process, a score
independent of the population concentrates every submission on its best mode s⋆, and coverage
grows only logarithmically. The horizon enters only inside the logarithm, so each added round
contributes less coverage than the one before it. The linear-against-logarithmic gap over the same
insertions is therefore attributable to the reference alone.

E.1 DIVERSIFICATION UNDER THE PERSISTENT PER-PROMPT REFERENCE

We prove Proposition 1 and Corollary 4 for the persistent sequential protocol stated with those
results. Fix one prompt and suppress its superscript. We represent outputs in a real Hilbert space
and start the analysis after the validity gate: at a pre-action history h, developer a has its own gate-
admitted action set Ma(h) of unit modes ϕs with validity vs ∈ [vmin, vmax], vmin > 0. In each
round, each of N developers submits once. In the fixed public order, the mechanism processes one
submission, assigns its score, updates that prompt’s reference, and only then lets the next developer
act.

For each serialized insertion index k, let Lk be the reference after k insertions (Section 4), let
ms(k) be the gated mass accumulated at mode s, and let Wk be the span of the admitted directions.
After T rounds, we use the shorthand LT := LNT , ms(T ) := ms(NT ), and WT := WNT .
Each history is finite, so LT = I +KT with finite-rank, trace-class KT . Its Fredholm determinant
equals the ordinary determinant on the finite-dimensional history spanWT ; throughout this appendix
log detLT denotes that quantity and we write V (LT ) := log detLT . The insertion payment for
mode s against the current operator L is

∆(s |L) = log
(
1 + αvs ϕ

⊤
s L

−1ϕs
)
. (38)

The fixed order and immediate update make the realized payments telescope,
∑

k≤NT

∆k = log detLT − log detL0 = V (LT ). (39)
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Along the realized path, the action correspondences and choices satisfy Definitions 4 and 5. When
the payment supremum is attained, exact best response is the case γ = 1; without attainment, that
endpoint condition may be infeasible. The proposition uses no additional behavioral assumption.
Lemma 2 (Payment decay on covered directions). For every mode s and every serialized insertion
index k,

ϕ⊤s L
−1
k ϕs ≤ min

{
1,

1

αms(k)

}
, (40)

where 1/0 := +∞, and the map k 7→ ϕ⊤s L
−1
k ϕs is nonincreasing.

Proof. Split the reference into mode s and everything else,

Lk = B + αms(k)ϕsϕ
⊤
s , B = I+ α

∑

u̸=s

mu(k)ϕuϕ
⊤
u ⪰ I. (41)

The Sherman–Morrison identity applied to (41) gives

ϕ⊤s L
−1
k ϕs =

b

1 + αms(k) b
, b = ϕ⊤s B

−1ϕs ∈ (0, 1]. (42)

The right-hand side of (42) is increasing in b, so bounding it once by b ≤ 1 and once by dropping
the 1 in the denominator yields

ϕ⊤s L
−1
k ϕs ≤ min

{
b,

1

αms(k)

}
≤ min

{
1,

1

αms(k)

}
, (43)

which is (40). Monotonicity in k follows from the Loewner order:

Lk+1 ⪰ Lk implies L−1
k+1 ⪯ L−1

k . (44)

Lemma 3 (Frontier floor). For any serialized insertion index k, if ϕ⊤uL
−1
k ϕu ≥ δ, then

∆(u |Lk) ≥ cδ := log(1 + αvminδ). (45)

Mass outside the span suffices: ∥PW⊥
k
ϕu∥2 ≥ δ implies the hypothesis.

Proof. The payment floor (45) follows from (38) with vu ≥ vmin. For the second claim, the refer-
ence leaves Wk and W⊥

k invariant and acts as the identity on W⊥
k , so its inverse splits as

L−1
k = (Lk|Wk

)−1 ⊕ I|W⊥
k
. (46)

By (46) the quadratic form equals its W⊥
k component in full plus a nonnegative contribution from

Wk, hence
ϕ⊤uL

−1
k ϕu ≥ ∥PW⊥

k
ϕu∥2, (47)

which is at least δ whenever the projected mass is.

Proof of Proposition 1. Fix any γ-rational profile and let cδ be as in Lemma 3.

Step 1 (bounded dwell mass). Suppose an output is submitted at mode s at an instant when the
accumulated mass has reached the saturation threshold

ms ≥ m⋆ :=
vmax

eγcδ − 1
. (48)

By Lemma 2, the payment of that submission is then at most

log

(
1 +

αvmax

αms

)
≤ log

(
1 +

vmax

m⋆

)
= γcδ, (49)

with the inequality strict when ms > m⋆, while the developer-specific frontier and Lemma 3 guar-
antee the current developer an available payment of at least cδ . Pathwise γ-rationality therefore rules
out any submission once ms exceeds m⋆, so the lifetime mass of every mode is capped at

m̄ := m⋆ + vmax, (50)
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where the second term allows for the single serialized insertion that crosses the threshold. Later
submissions see the updated reference.

Step 2 (linear innovation). Every serialized output is gate-admitted and has validity at least vmin,
so the total admitted mass after T rounds is at least NvminT . Step 1 caps each mode at m̄, so the
number of distinct modes played satisfies

DT ≥ Nvmin

m̄
T, (51)

and trivially DT ≤ NT .

Step 3 (effective mode count). Let ps(T ) = ms(T )/
∑

umu(T ) be the cumulative composition.
Steps 1 and 2 bound the numerator and the denominator separately, so every coordinate satisfies

ps(T ) ≤ m̄

NvminT
for every s. (52)

Hence every finite mode set F satisfies
pF (T ) ≤ |F |m̄/(NvminT ), (53)

and the participation ratio diverges,

Neff(T ) =
1∑

s ps(T )
2

≥ 1

maxs ps(T )
≥ NvminT

m̄
. (54)

If the conditions hold over unbounded horizons, the displayed bounds imply that every fixed finite
mode set has vanishing share and no finite-support limit composition exists.

Step 4 (linear coverage accrual). The rich frontier offers the acting developer a payment of at least
cδ at every insertion, so pathwise γ-rationality makes every realized payment at least γcδ . The
telescoping identity (39) therefore gives

V (LT ) =
∑

k≤NT

∆k ≥ γcδNT. (55)

Proof of Corollary 4. Let s⋆ be the unique argmax of q. The payment available at every instant is
then maxs qs = qs⋆ , so a γ-rational output at mode s requires qs ≥ γqs⋆ , and any

γ > sup
s̸=s⋆

qs
qs⋆

(56)

forces every output to s⋆. Coverage is still accrued with the validity weights, so the reference stays
rank one and its regularized log-determinant grows logarithmically:

LT = I+ αvs⋆NT ϕs⋆ϕ
⊤
s⋆ , V (LT ) = log(1 + αvs⋆NT ) = Θ(log T ). (57)

The threshold (56) is a ratio of static payoffs, because γ-rationality compares an output against the
best payment on offer and under a static score that payment is q. Validity affects only the accrual
rate, through the mode that score selects.
Proposition 4 (Finite orthogonal frontier). Suppose all developers share M orthonormal valid
modes and use exact best responses under the persistent reference protocol. Then every mode is
played infinitely often and, uniformly in s,

ns(T ) =
NT

M
+O(1), ms(T ) =

vsNT

M
+O(1). (58)

Thus play-count frequencies converge to 1/M , while gated-mass shares converge to vs/
∑

u vu.

Proof. Orthonormality makes the payment at mode s

gs(ns) = log

(
1 +

1

ns + (αvs)−1

)
. (59)

Because gs decreases in the adjusted count as = ns + (αvs)
−1, an exact best response increments

a smallest as. Least-load balancing brings all adjusted counts within a bounded interval and keeps
them there; no coordinate can remain fixed while the others diverge, because it would eventually be
the unique minimum. Hence as − at = O(1) for every s, t. Together with

∑
s ns(T ) = NT , this

gives (58); the two normalized limits follow by division.
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E.2 THE TWO CONDITIONS, MEASURED

We measure both conditions of Proposition 1 in the factorial of Section H.7, whose log records the
MOSAIC score of every eligible candidate at each of its 18,432 insertions. With α = 1 and unit
weights that score is log(1 + ϕ⊤L−1ϕ), so we recover the quadratic form that bounds the payment
in Lemma 3 as escore − 1 exactly, with no refitting. We validate the measurement two ways: the
recorded payment equals the menu maximum at every insertion, to 0, since the replay rule is an
argmax; and no measured value exceeds the ceiling Lemma 2 proves for it.

The frontier floor equals 1/(1+αm) at the heaviest mode, exactly. We take δ to be the quadratic
form of the best candidate then available; its floor over the horizon is 0.048 with a persistent shared
reference and 1 of 8 with a persistent own reference; medians are 0.20 and 0.50. Round by round,
that floor equals 1/(1 + αm) at the mass m the heaviest mode has by then accumulated. The
observed-to-predicted ratio is 1.000 in every one of the eight rounds under an own persistent ref-
erence and never below 0.999 under a shared one. The own-reference floor is 1/(t + 1) at round
t, counting rounds from t = 0, to every digit recorded, one developer adding one unit of mass per
round to the mode it has already filled. Lemma 2 proves only the inequality. On both persistent arms
it is an identity, so on real candidates the declared map produces the orthogonal-mode reference that
Proposition 1 assumes.

Resetting the reference each round breaks the identity, so the identity is a consequence of accumu-
lated mass: the same formula underestimates the observed floor by a factor that grows from 1.0 in
the first round to 5.0 by the sixth under either reset reference, median 3.5 for both. We run all four
arms on one frozen panel, and all four realize the same 5.54 to 5.66 distinct modes per prompt, so
the reference alone accounts for the separation in floors.

So δ is a function of the horizon rather than a free constant: a fixed δ holds as a floor only while
the heaviest mode’s mass stays below 1/δ − 1; at three developers and δ = 0.048 that mass is
reached after 6.7 rounds, and we ran eight. This decay is the measured form of the vanishing
residuals described at the end of this subsection. Sharing the reference divides δ by 2.6, since three
developers saturate a mode three times faster.

A longer horizon does not make the count bound linear. With m̄ = 1/δT + 1 and the measured
δT = 1/(1 +mmax(T )), the own-reference floor is δT = 1/T to every recorded digit, so the count
bound NvminT/m̄ simplifies to NT/(T + 1), which climbs only to a ceiling of N , three here. For
the bound to reach the count the panel realizes, each prompt needs a wider mode vocabulary, so only
a wider panel puts the count bound in the linear phase Proposition 1 describes.

Rationality does not bind here. Under the replay’s own rule γ is one by construction, so the
question is what a developer that ignores the score would collect. A uniformly random pick from
the acting developer’s own menu earns the full maximum in 98% of insertions, because the opcode
map of Section H.7 sends many candidates in a menu to one mode and the argmax set is large.
We therefore report no median for γ and quote the worst case instead: the lowest-scoring eligible
candidate is paid 0.075 of the best available payment under a shared persistent reference and 0.19
under an own one.

What the constants then predict. Substituting γ = 1 and the own-reference δ = 1/8 into the
constants of Section 4 gives cδ = 0.118 and a mass cap m̄ = 9.0, hence DT ≥ 2.67 distinct
modes per prompt against 5.65 realized, a factor of 2.1. The shared reference, whose δ is 2.6 times
smaller, gives cδ = 0.046, m̄ = 22 and DT ≥ 1.1 against 5.7 realized. The cap is the size of the
whole horizon: a prompt stream receives 24 insertions, so the mass at which γ-rationality pushes
a developer off a saturated mode is reached only on the final round, and the counting argument
completes a single cycle. For (7) to reach the realized count, δ would have to be 0.31. The horizon
lies inside the linear phase, where we measure the diversification directly in Section 5.3.

Where the two conditions have to be measured. The mass cap in Proposition 1 needs Defi-
nition 5 at every insertion, so γ has to be measured per insertion: a population rational only in
conditional expectation can still put unbounded mass on one mode. A soft gate that admits addi-
tional bounded mass adds positive-semidefinite terms to LT , so covered-direction payments fall and
Lemma 3 still holds once the rich frontier is evaluated against the full admitted history. A dimension
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condition would be weaker than the δ condition: a kernel with decaying spectrum has unboundedly
many fresh directions whose residuals vanish, so coverage still accrues sublinearly, which is the
failure the δ condition excludes and dimension does not.

Relation to prior work. The ingredients of Lemmas 2 and 3 are standard in linear bandits
and experimental design. The decay and telescoping arguments connect to the elliptical-potential
lemma (Abbasi-Yadkori et al., 2011); threshold abandonment connects to rotting bandits (Levine
et al., 2017; Kim et al., 2022); for the surrounding innovation-contest, generative-market, dynamic-
benchmark, data-valuation, and complexity-economics literatures see (Letina & Schmutzler, 2019;
Raghavan, 2024; Shirali et al., 2023; Xu et al., 2021; Arthur, 1994). Unlike an algorithm-specific
bound, Proposition 1 covers every pathwise γ-rational submission process under its stated assump-
tions.

F INFORMATION CONTENT AND ACCRUAL UNDER A FIXED
REPRESENTATION

The local form is also what makes the score cheap enough to compute as submissions arrive. Scoring
a candidate costs one matrix-vector product against a cached L−1

S ; admitting it costs one Sherman–
Morrison update of that cache. Both are O(d2), and no determinant is ever recomputed. Weight and
representation stay factored in that update: wi scales the rank-one term, while ϕi sets its direction,
hence which admitted distinctions it overlaps.

The same local form also has an exact information-theoretic interpretation. Identify model quality
with a vector θ on the feature space, so quality along direction ϕ is ϕ⊤θ, and let evaluating output i
return yi = ϕ⊤i θ + εi.
Proposition 5 (The MOSAIC score is an information gain). Let θ ∼ N (0, αI), let the evaluation
noise be independent Gaussian of precision wi, and measure mutual information I in nats. Then,
writing yS = (yj)j∈S for the evaluations of the reference,

V (S) = 2I
(
θ; yS

)
, ∆i(S) = 2I

(
θ; yi | yS

)
. (60)

The evidence separating two quality vectors is a quadratic form in LS − I. It vanishes along direc-
tions orthogonal to the span of the population’s features, where the posterior variance of a quality
functional remains at its prior value.

Coverage is therefore information, in nats, and the score is the information one further evaluation
adds given what the population has already revealed. This is the D-optimal criterion of classical
experiment design, and it explains why an uncovered direction receives more credit: evaluating it
resolves quality along an axis on which the population has provided no evidence. MOSAIC turns a
curator’s sampling objective into a developer incentive. The proof and the precise separation identity
are in Section F.1.

F.1 VALID COVERAGE IS INFORMATION ABOUT MODEL QUALITY

The long-run statements of Section 4 concern accumulated V , which is also the objective the mech-
anism optimizes; if V were only that objective, the accrual claim would be circular. The information
identity of Proposition 5 removes the circularity for the objective, though not for the representation:
the declared feature map determines the design matrix, and every payment is computed inside that
representation.

Proof of Proposition 5. The model is a Gaussian linear model with prior precision α−1I and ob-
servation precisions wi, so the posterior precision is the prior precision plus the weighted second
moment of the observed features,

Cov
(
θ | yS

)−1
= α−1I+

∑

i∈S

wiϕiϕ
⊤
i = α−1LS . (61)

The posterior covariance is therefore αL−1
S , and evaluating it on ψ gives the posterior variance of a

quality functional,
Var
(
ψ⊤θ | yS

)
= αψ⊤L−1

S ψ, (62)
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which is at its prior value α∥ψ∥2 exactly when ψ is orthogonal to every admitted direction of positive
weight. For jointly Gaussian variables the mutual information is half the log ratio of prior to posterior
covariance determinants (Cover & Thomas, 2006), so

2I
(
θ; yS

)
= log

det(αI)

det(αL−1
S )

= log detLS = V (S), (63)

and applying (63) to S ∪ {i} and subtracting gives the conditional form,

2I
(
θ; yi | yS

)
= V (S ∪ {i})− V (S) = ∆i(S). (64)

In the Hilbert-space setting of Section E.1, where N (0, αI) is not a measure, read I(θ; yS) as
I(PW θ; yS) for the finite-dimensional span W of the admitted features together with whichever
ψ or θ − θ′ is under discussion, on which the prior is N (0, αIW ): the observations depend on θ
only through PW θ and LS − I vanishes off W , so the identities are unchanged. Finally, given θ the
evaluation record is Gaussian with mean linear in θ and covariance free of θ, so

KL
(
PyS |θ ∥PyS |θ′

)
=

1

2

∑

i∈S

wi

(
ϕ⊤i (θ − θ′)

)2
=

1

2α

∥∥θ − θ′
∥∥2
LS−I

, (65)

which is the separation statement of Proposition 5 and vanishes exactly when θ − θ′ is orthogonal
to every admitted direction of positive weight.

The identities hold exactly at the ridge and the weights the implementation uses, and they need only
that the design be fixed before outcomes are realized. Interpreting V as information does commit
us to two modelling choices: we identify the gate with an evaluation’s reliability, not a response’s
merit, and we treat a repeated submission as an independent measurement.

V is twice Lindley’s expected Shannon information for the normal linear model (Lindley, 1956;
Chaloner & Verdinelli, 1995), so maximizing coverage is Bayesian D-optimal design, and the ac-
crued volume is twice the log shrinkage of the posterior credible ellipsoid, vol(ES)/ vol(E0) =
e−V (S)/2. The classical D-criterion log det

(∑
i wiϕiϕ

⊤
i

)
is the α→ ∞ limit of V (S)−d logα and

is −∞ whenever the admitted features fail to span Rd (Pukelsheim, 2006), so the ridge is what makes
the criterion finite on a population that covers only part of the space. Two further consequences of
the identity are immediate. Remark 1 becomes an information statement: a zero-weight output is
an infinitely noisy measurement, so invalid padding carries no information about θ and is unpaid for
that reason. And the lifetime budget of Proposition 1 is the repeated-measurement law: the mecha-
nism pays r repeated submissions of one feature a total of

∑
k≤r log

1+αwk
1+αw(k−1) = log(1 + αwr),

so one feature yields O(log r) nats however often it is resubmitted. A last consequence cuts the
other way. Because Gaussian information gain does not depend on the realized outcome, ∆i is com-
putable before any evaluation is run, which is what makes the mechanism implementable, and by
the same token the mechanism can reward a submission for being informative but never for being
correct. We leave correctness to the validity gate, which is why the gate is applied before coverage
is computed.

None of these identities is new. They are the maximum information gain of Gaussian process op-
timization specialized to a linear kernel (Srinivas et al., 2010) and the log-determinant information
objective of near-optimal sensor placement (Krause et al., 2008). What is new here is that a payment
rule implements the criterion, so the informativeness of the evaluation is produced by the incentives
of the developers rather than by the sampling policy of a curator.

Proposition 1 needs a uniformly rich frontier, which no finite-dimensional representation can sustain
indefinitely. Corollary 5 caps accrual in a fixed representation at O(d log T ) and, beneath that cap,
gives the factor of M gained by spreading over the M directions the representation can resolve.
Corollary 5 (Accrual in a fixed finite-dimensional representation). Let the features be unit vectors
in dimension d with gated weights at most vmax. Then for every policy and every realization,

V (LT ) ≤ d log

(
1 +

αvmaxNT

d

)
= O(d log T ), (66)

with equality whenever d divides NT and the population cycles through an orthonormal basis at
weight vmax. If all developers share the same M ≤ d orthonormal valid modes, their mode weights
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satisfy vs ∈ [vmin, vmax] with vmin > 0, and they play exact best responses to the MOSAIC payment
under the accumulating reference of Section 4, then

V (LT ) =M log T +O(1), (67)

a factor of M over the single-mode rate of Corollary 4.

Proof. Every admitted output contributes a rank-one term of trace at most αvmax, so trLT ≤ d +
αvmaxNT . Among positive definite matrices of a given trace the determinant is largest when the
spectrum is flat, hence

V (LT ) = log detLT ≤ d log
trLT

d
≤ d log

(
1 +

αvmaxNT

d

)
, (68)

which is (66); this determinant–trace inequality is the bound behind the elliptical potential lemma
(Abbasi-Yadkori et al., 2011). For (67) the reference is diagonal in the mode basis, so V (LT ) =∑

s≤M log(1 + αms(T )), and Proposition 4 gives ms(T ) = vsNT/M + O(1) for every mode;
summing the M logarithms gives M log T +O(1), against the log T +O(1) of (57).

G SECURITY AND MANIPULATION BOUNDARY

G.1 REPRESENTATION, VALIDITY, AND OWNERSHIP BOUNDARY

Under exact zero weight, an invalid response affects no live score (Remark 1). A soft empirical
weight is generally nonzero, so this exact exclusion result does not describe soft-gate error.

The attack surface specific to the mechanism is splitting at the representation level. Suppose one
capability is written in several paraphrased or partitioned forms and the kernel maps those forms to
separated directions.

Proposition 6 (Splitting). Fix a standing reference S and a submitter holding one valid capability.

(i) Presented as k outputs that the representation maps to orthonormal directions orthogonal
to the span of S, each admitted at weight w, the capability collects k log(1 + αw) under
either pricing convention. That is exactly k times the honest single submission’s payment
when the honest direction is itself orthogonal to that span, and more when it is not. No split
geometry does better: for any unit directions Ψ = [ψ1, . . . , ψk], Hadamard’s inequality gives
log det(I+ αwΨ⊤L−1

S Ψ) ≤ k log(1 + αw).

(ii) A rule that sees only the admitted feature–weight pairs and the identities claimed for them
assigns identical scores in two histories that present the same object: k developers with k
distinct capabilities, and one submitter presenting one capability under k claimed identities.
Any rule that pays c > 0 for a fresh orthogonal direction therefore pays the splitter at least
kc.

(iii) If the gate conserves gated mass across a capability, so that the k fragments split one weight
w between them, the split collects at most k log(1 + αw/k) < αw for every k. Measured
against the honest submission, paid log(1 + αw ϕ⊤L−1

S ϕ), the gain is at most αw/ log(1 +

αw ϕ⊤L−1
S ϕ): on a fresh honest direction, where ϕ⊤L−1

S ϕ = 1, that is αw/ log(1 + αw), at
most 1/ log 2 whenever αw ≤ 1, the asymptotic replication gain of Corollary 3; on a direction
the reference already covers it grows inversely with the residual. Conserving mass caps the
absolute payment to a split.

Proof. In (i) each split direction is orthogonal to S and to its predecessors, so its quadratic form in
(2) is exactly one and it is paid log(1 + αw), while the honest submission is paid

log
(
1 + αw ϕ⊤L−1

S ϕ
)
≤ log(1 + αw).

The Hadamard bound follows from
(
Ψ⊤L−1

S Ψ
)
jj

≤ ∥ψj∥2 = 1.
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Part (ii) is immediate, since a rule cannot condition on a distinction its inputs do not record.

In (iii) the fragments carry weights wj ≥ 0 with
∑

j wj = w. Hadamard’s inequality bounds their
joint gain by

∑
j log(1 + αwj), and Jensen’s inequality bounds that in turn by k log(1 + αw/k);

under live leave-one-out pricing, submodularity bounds the sum of the removal gains by the same
joint gain, so either convention pays at most k log(1 + αw/k). The map

k 7−→ k log(1 + αw/k)

increases to the supremum αw, while the honest submission is paid log(1 + αw ϕ⊤L−1
S ϕ) by (2),

which gives the stated ratio; it is αw/ log(1+αw) at unit residual and diverges as the residual falls.
At α = w = 1 against a reference already carrying mass 100 on the honest direction, ϕ⊤L−1

S ϕ =
1/101: the honest submission is paid log(102/101) = 0.0099 while two half-weight fragments in
fresh directions collect 2 log(3/2) = 0.81, a factor of 82.

Part (ii) is an information statement and not a strategic one: MOSAIC cannot condition on an own-
ership distinction that the representation does not record, so any bound on the gain must come from
canonicalization, from a gate that conserves mass across a capability, or from identity that is costly
or verified. Claimed identities are free, and part (ii) already covers them. The false-name literature
draws the same division of labor (Yokoo et al., 2004; Todo et al., 2009; Conitzer & Yokoo, 2010),
and Hays et al. (2026) is its leaderboard instance: their You-Rank-We-Rank mechanism achieves
approximate clone robustness by making producers rank their own submissions, that is, by collect-
ing exactly the ownership report that feature–weight pairs alone do not determine. Part (iii) is the
least costly remedy available to a deployment, and it is implemented in the validity weight: with
αvmax of order one and gated mass conserved across a capability, what splitting collects is bounded
by a constant, uniformly in the number of fragments. The bound is on the absolute payment, not on
the ratio to an honest entry: fragments of a capability the record already covers are still paid as fresh
directions, and only canonicalization stops that.

Robustness to splitting therefore rests on kernel and partition quality alone.

Unreachable code changes the signature on 99% of problems and adds 10% of the coverage
range. On the same 164-problem HumanEval panel we pad the base solution with a dead branch
(if False: around a copy of its first loop), a no-op loop (for in range(0): pass),
a guarded early return (if 0: return None), and all three together. The four pads lower the
cosine between padded and base abstract-syntax signatures below 0.999 on 163, 164, 163, and 164
problems, with mean cosine to the base of 0.945, 0.952, 0.967, and 0.887. The five-set of base plus
the four pads scores 1.96 nats, 10% of the range from the 1.79 floor to the 3.47 ceiling (per-problem
median 7.6%, maximum 34%), against 48% for five distinct verified solutions, and the padded set
scores below the distinct set on all 164 problems. The signature counts control-flow constructs, so
unreachable constructs are a splittability exposure of the same form as Proposition 6 and invisible
to an execution gate, since the pads never run; a canonicaliser that drops unreachable code before
hashing, or a coverage-weighted signature over executed statements, removes the exposure.

A second manipulation lowers a rival’s payment. Because payments are leave-one-out, a coalition
can suppress that payment by placing gated mass on the direction the rival is paid for.
Proposition 7 (Blocking). Let developer i hold the unit direction ϕi at weight wi.

(i) If other submissions place gated mass m on features collinear with ϕi, then ∆i ≤ log(1 +
wi/m) independently of α, so mass m = Θ(1/ε) cuts i’s payment to an ε fraction of what it
would be unsuppressed.

(ii) Suppression requires covering ϕi. Against any reference whose admitted directions span W ,
∆i ≥ log(1 + αwi∥PW⊥ϕi∥2), so a positive lower bound remains unless the admitted di-
rections span ϕi, which the coalition must arrange. Collinear mass is the cheapest way to
do so, and decomposing ϕi into directions the coalition can produce also works. Blocking a
capability means covering it.

(iii) For k ≥ 2 blockers each placing weight w on ϕi, their leave-one-out payments total at most
2 log 2 nats however large k is, whereas under a δ-rich frontier the same k submissions could
have earned at least kcδ .
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(iv) Lemma 3 holds after every admissible history, the coalition’s own flood included, so no coali-
tion can push the payment available to a developer below cδ .

Proof. Part (i) is Lemma 2 substituted into the local form (2) and part (ii) is Lemma 3 applied to ϕi.
For (iii), let B be the reference without the flood and x = αwϕ⊤i B

−1ϕi; each of the k blockers is
paid log((1 + kx)/(1 + (k − 1)x)), so the coalition collects

k log

(
1 +

x

1 + (k − 1)x

)
≤ k log

k

k − 1
≤ 2 log 2, (69)

the first step because x/(1 + (k − 1)x) ≤ 1/(k − 1) and the second because k log k
k−1 decreases

in k; and by Lemma 3 each forgone submission would have been paid at least cδ . Part (iv) is
Lemma 3.

A blocking coalition therefore forgoes Ω(k) in payment and collects O(1), and its suppression hits
every developer on the targeted direction. Three cases escape that accounting. An attacker opti-
mizing rank can trade a bounded absolute loss for a decisive relative gain. Under the accumulating
reference of Section 4 a single flood suppresses a direction in every later round, so the coalition
inflicts harm of order T on the rival for a one-shot cost of order k; the flood itself is paid by insertion
there, log(1+αm), which grows withm but leaves the coalition’s net cost at order k. Renormalizing
the reference restores per-round symmetry. And once the frontier is exhausted cδ vanishes with it,
so blocking is cheapest exactly when the benchmark has least left to offer. Propositions 6 and 7 both
concern deviations by several identities at once, which is exactly the class that the potential identity
of Theorem 2, stated for unilateral replacements, does not cover.

The rule therefore gives exact alignment, budget feasibility, and a factor-two welfare guarantee that
holds under learning, and it does not give robustness to splitting or to the targeted blocking of
a committed direction. Both of the latter need identity or provenance: no score computed from
features establishes either, so the evaluator has to enforce them administratively.

G.2 THREAT MODEL BY MECHANISM COMPONENT

The guarantees are component-specific. Diminishing returns address paraphrases only when the
feature map keeps them nearby; zero weight blocks invalid padding only when the gate is correct;
and coverage scoring is not false-name-proof when one capability can be split across features or
identities. Disjoint judges and external endpoints reduce shared-evaluator dependence but do not
establish adversarial robustness.

The replaceable active population avoids vested first-arrival scores by rescoring every current entry.
It instead requires verified, rate-limited slots and fresh-state commits. A submitter who controls
several nominal developers can still occupy several directions or several copies of one direction, and
a coordinated coalition can make profitable joint deviations even at a pure Nash profile. Theorem 2
covers unilateral changes by verified slot owners; it does not provide Sybil resistance, coalition-
proofness, or a budget for registry subsidies.

Within that scope, a pre-outcome-frozen sweep over alias counts 1, 2, 4, 8, 16, run post hoc on
already-generated model outputs, verifies the containment the registry is meant to give: clone
weight, coverage, owner reward, and reward share are invariant under pure relabeling and under
input permutation, and a conflicting orthogonal feature submitted into an already-occupied slot is
rejected. The sweep confirms linked-alias containment given verified, unique principals; it does not
test real-world identity verification.

H EXPERIMENTAL DETAILS AND ADDITIONAL RESULTS

H.1 EVERY REPORTED COMPARISON, IN FULL

The subsections below give the protocol behind each row, in the order the main text reports them.
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Table 3: Interval, test statistic, and paired effect size for every comparison the main text re-
ports. Intervals are paired Student-t, except the later-window row, which is a paired task bootstrap.
n counts matched seeds, except for HumanEval problems in the first row, later-window tasks in the
fifth, and four-slot populations in the sixth and seventh. A dash marks a contrast reported as an
interval.

Comparison Reading n Effect and 95% CI t dz

Distinct vs. rewritten programs coverage GH 164 +0.804 [0.771, 0.838] — 3.70
Shared vs. own persistent Hill-2 modes 24 +0.148 [0.085, 0.210] 4.88 0.996
Shared vs. own persistent Hill-1 modes 24 +0.155 [0.073, 0.236] — —
Shared vs. own persistent log-det. coverage 24 +0.118 [0.047, 0.188] — —
Fresh-state vs. launch-time reference tasks solved (pp) 131 +3.05 [0.76, 6.11] — —
Fresh-state vs. launch-time reference task union (pp) 12 +1.394 [0.081, 2.707] — —
Fresh-state vs. launch-time reference per-slot match (pp) 12 +0.485 [−0.647, 1.617] — —
Own persistent vs. uniform, adaptation Hill-1 modes 24 +17.69 [13.43, 21.95] 8.59 1.75
Shared persistent vs. uniform, adaptation Hill-1 modes 24 +16.27 [12.11, 20.44] 8.09 1.65
Own reset vs. uniform, adaptation Hill-1 modes 24 +7.10 [2.60, 11.61] 3.26 0.67
Own persistent vs. own reset, adaptation Hill-1 modes 24 +10.59 [6.40, 14.77] 5.23 1.07
Shared vs. own persistent, adaptation Hill-1 modes 24 −1.42 [−5.59, 2.75] −0.70 −0.14
Shared vs. own reset, adaptation Hill-1 modes 24 +2.92 [−1.32, 7.16] 1.43 0.29
Own persistent vs. uniform, adaptation held-out match (pp) 24 −1.87 [−3.70,−0.03] −2.10 −0.43
Shared vs. own persistent, adaptation held-out match (pp) 24 +0.81 [−0.87, 2.50] 1.00 0.20
Shared persistent vs. uniform, 8 developers Hill-1 modes 6 +21.41 [12.91, 29.90] 6.47 2.64
Shared persistent vs. uniform, 16 developers Hill-1 modes 6 +22.15 [16.56, 27.74] 10.18 4.16
Shared persistent vs. uniform, frozen weights specialization NMI 6 +0.103 [0.043, 0.162] 4.42 1.81

H.2 REPRESENTATION AND GATE DIAGNOSTICS

Represented coverage separates distinct programs from renamed copies in every paired prob-
lem. With α = 1 and unit weights, mean represented coverage is 2.60 for distinct sets and 1.79
for rewrite sets, a paired gap of 0.804 whose smallest within-problem value is 0.130; distinct pro-
grams score higher in every paired comparison. The rewrite figure is the minimum of the scale: the
signature sends all five rewrites of a problem to one unit vector, whose coverage is ln 6 = 1.79,
and the measured mean equals it on all 164 problems. Five orthogonal directions would yield
5 ln 2 = 3.466, so the distinct-set mean lies at 48% of the range the map can express, with the
smallest problem at 7.7% and the largest at 74%. The gap is not a validity effect, because all 820
rewrite-set programs pass the executable tests. For each of 164 HumanEval problems the distinct
set contains five verified-correct solutions, while the rewrite set contains one of those solutions
and four deterministic identifier-and-comment rewrites. Unit tests define validity, and a normalized
fixed-width abstract-syntax-tree signature represents control flow, operators, calls, recursion, nest-
ing depth, and statement count. We omit identifiers and comments from the signature by design, so
invariance to those rewrites is part of the map’s definition; the measured sensitivity is to alternative
syntactic constructions.

We measure every representation the paper reports on the same paired panel. We rerun the
construction above under three feature maps with α = 1, unit weights, and unit-normalized features.
For the abstract-syntax signature the gap above has 95% CI [0.771, 0.838] and dz = 3.70. Under an
operator-only projection of that signature, which retains the operator block, nesting depth, recursion
flag, and statement count, distinct sets score 2.80 against 1.79 for rewrites (gap 1.01, [0.97, 1.05],
all 164 problems). Under raw all-MiniLM-L6-v2 embeddings, distinct sets score 2.29 against
2.04 for rewrites (gap 0.26, [0.23, 0.28], dz = 1.59, distinct higher on 98% of the 164), so a renamed
copy adds most of the coverage a structurally distinct program adds before any merge is applied.

The deployed merge threshold removes the paraphrase channel and also merges genuinely
distinct programs. Under the same embeddings, rewrite pairs have mean cosine 0.907 and 92.5%
of them lie at or above the 0.8 merge threshold, while distinct pairs have mean cosine 0.849 and only
23.5% fall below it. Greedy clustering at that threshold leaves the five-rewrite set at 1.14 modes,
exactly one mode in 86.6% of problems, and the five-distinct set at 1.88. This mode count therefore
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separates the two sets by 1.65× while discarding genuine distinctions, so the persistent-reference
mode gains it reports are lower bounds.

H.3 THE MECHANISM ON FROZEN OUTPUTS

Exhaustive enumeration returns zero exact-potential residual and no non-terminating path.
In the finite-game replay we measure exact-potential residuals, convergence, and equilibrium ef-
ficiency over the complete state space. Each of 12 seeded games has four slots and four frozen
actions per slot; a deterministic client accepts the highest-scoring strict improvement under a fixed
tie break. Enumeration covers every profile, unilateral replacement, start state, and six update sched-
ules (Table 4): the maximum identity residual is 0 across 36,864 non-incumbent replacements, and
all 18,432 strict-improvement paths terminate at a pure Nash profile.

Quantity Exhaustive result

Finite state space 12× 44 = 3,072 profiles
Exact-potential identity 36,864 non-incumbent replacements

(49,152 comparisons including incumbents);
maximum |∆si −∆GH | = 0

Strict-improvement dynamics 18,432 paths; all increase GH , avoid cycles,
and terminate at pure Nash profiles

Terminal strictness all 12 non-incumbent alternatives at each
equilibrium are negative; closest gain
−0.026

Equilibrium efficiency minimum worst-equilibrium/optimum ratio
0.992; 18,072/18,432 paths reach an
optimum

Common-launch comparison fresh-state scoring reaches an optimum in all
12 games; frozen-reference scoring in 9

Table 4: Complete results for all four-slot games. Twelve four-slot games with four frozen ac-
tions per slot yield 3,072 profiles, 36,864 non-incumbent replacements, and 18,432 all-start paths
under six schedules. The score game satisfies the exact-potential identity with zero residual; ev-
ery maximal strict-improvement path terminates at a pure Nash profile; and the minimum worst-
equilibrium/optimum represented-coverage ratio is 0.992.

Accepted gains exceed the stopping threshold by two orders of magnitude. Across the 36,864
non-incumbent replacements, the smallest positive gain is 2.10×10−8, or 209.6× the 10−10 thresh-
old, so no acceptance in the enumeration rides on floating-point noise.

H.4 FROZEN ASYNCHRONOUS STATE-TRANSITION STRESS TEST

Stale quotes decrease the potential in 87.5% of controls; fresh-state rescoring decreases it in
none. All 480 fresh-state cells have zero identity residual, zero potential decrease, no repeated
population, and no profitable terminal deviation. By contrast, among 352 stale-proposal controls,
308 decrease the potential (87.5%) and 195 repeat a population. We also ran the 128 serialized
control cells, where a snapshot is the current state and its rule is therefore the fresh-state rule: those
cells reproduce the fresh-reference cells exactly, and we report them separately, since a control that
cannot fail cannot measure how often the rule fails. Over all 480 control cells the decrease rate
is 64.2%. We fix 32 synthetic menus, N ∈ {4, 8, 16, 32} slots, six actions per slot, 32 features,
and batch sizes {1, ⌈N/4⌉, ⌈N/2⌉, N}. Because the two arms share menus, snapshots, and arrival
schedules, commit-time rescoring is the only changed component.

H.5 OFFICIAL-RELEASE REPLAY AND LATER-WINDOW EVALUATION

The later window is held out of selection by construction. We replay the 14 official Live-
CodeBench submission bundles released before the pinned snapshot date: five Anthropic, five
Google, and four OpenAI releases. The common intersection contains 1,055 problems. The first
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924 dated problems define population features and quality weights; the disjoint 131-problem later
window enters neither selection nor trace choice.

Fresh-state commits never decrease the potential; stale acceptance decreases it in 8 of 18 cells.
Fresh-state CAS has zero potential decrease and no repeated population in all 18 cells, and reaches
a pure Nash profile. Stale acceptance, however, decreases the potential and repeats a population in
8 of 18 cells, including all 6 full-batch orders. We cross fresh-state CAS against stale acceptance,
batch sizes {1, 2, 3}, and all six provider orders under matched proposals. In the three-proposal cell
in particular, the second accepted proposal was credited +0.00161 nats against the population it was
scored on and −0.00045 nats against the population it was committed to.

Live-reference selection solves 3.05 points more of the held-out later window. Live- and
frozen-reference populations tie on 92% of the 924 selection-window tasks. On the later window the
fresh-state population solves 85% of 131 tasks and the frozen-reference population 82%, with four
live-only solves and no frozen-only solve: a difference of 3.05 points, paired task-bootstrap 95% CI
[0.76, 6.11]. The populations share Claude Sonnet 4 Thinking and O4-Mini High; the one differing
slot holds Gemini 2.5 Pro 06-05 in place of Gemini 2.5 Pro 05-06, and the newer release solves
four more problems and loses none. We compute every temporal statistic on this later-window,
selection-isolated comparison.

The artifact includes the complete event streams, the selected populations, and the provider roster
the replay binds by hash.

H.6 POPULATION-REFERENCE INTERVENTION

We fixed the decision rule before joining any external answer. In this intervention we measure
the population-level effect of updating the leave-one-out population reference on a source-balanced
external task union. Twelve populations each contain four slots and the same four fixed pretrained
releases: Qwen2.5-0.5B, Qwen2.5-1.5B, Llama-3.2-1B, and Gemma-2-2B (Qwen Team et al., 2024;
Meta AI, 2024; Gemma Team et al., 2024). Both arms share the 64-prompt selection panel, normal-
ized 21-dimensional arithmetic-operator representation, numeric-answer gate, launch action, serial-
ized update opportunities, tie break, and 490-item SVAMP+ASDiv evaluation portfolio. We lock
the population before joining external answers. The rule requires a positive paired mean with a two-
sided 95% interval above zero and a lower confidence bound above −0.02 for mean per-slot exact
match.

Updating the reference changes the selected population in 7 of 12 cases and adds 1.4 points
on the external union. Live- and frozen-reference scoring select different populations in 7 of 12
paired cases. The source-balanced task-union effect is +1.394 percentage points (paired Student-t
95% CI [0.081, 2.707]), and mean per-slot exact match changes by +0.485 points (paired Student-t
95% CI [−0.647, 1.617]). That interval’s lower bound exceeds the fixed −2.0-point quality mar-
gin, so the panel satisfies both the external-union criterion and the quality floor. An independent
standard-library verifier reproduces all twelve cells and summary statistics.

H.7 SHARED-VERSUS-OWN FROZEN-CANDIDATE FACTORIAL

All four arms replay one treatment-independent candidate log. We pin one public Qwen2.5-
0.5B-Instruct checkpoint, and all twenty-four seeds share a fixed schedule of eight GSM8K prompts
repeated over eight rounds and three developer streams; each menu contains 32 independently sam-
pled candidates. We generate all 4,608 menus and 147,456 candidates before replaying any arm.
Every candidate passes the finite-numeric gate, and no menu is empty. The opcode feature map
takes unigram and bigram counts over the ordered chain of binary arithmetic operators a solution
performs, adds a capped chain-length coordinate, and unit normalizes the result, giving 21 dimen-
sions. Correctness is exact numeric match, and we use it only for the outcome check.

Sharing a persistent reference adds 0.148 Hill-2 effective modes and does not reduce cor-
rectness. The primary contrast we chose before the first run is final Hill-2 effective modes for
a shared persistent minus an own persistent reference, and its paired mean is +0.148 (Student-t
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95% CI [0.085, 0.210], t23 = 4.88, dz = 0.996). Hill-1 increases by 0.155 ([0.073, 0.236]) and
log-determinant coverage by 0.118 ([0.047, 0.188]). Coverage is the quantity the replay rule maxi-
mizes and the two Hill numbers count the modes it is spread over, so the three statistics summarize
the same selected population and are not three independent checks of it. The correctness contrast
is +0.0004, with a one-sided 97.5% lower bound of −0.0015 that lies above the −0.01 margin
(Fig. 4b); absolute correctness is 34.92% under a shared persistent and 34.87% under an own per-
sistent reference, and correctness is the one quantity the rule never observes. We cross own versus
shared reference scope with round-reset versus persistent lifetime; the four arms’ absolute final
Hill-2 means are 19.39 (own reset), 19.79 (shared reset), 19.99 (own persistent), and 20.14 (shared
persistent). Sharing therefore raises Hill-2 under both reference lifetimes, by 0.402 ([0.241, 0.564])
under a round-reset reference against the 0.148 above, and making a shared reference persistent
raises it by 0.347 ([0.203, 0.491]). The scope-by-lifetime interaction is −0.255 ([−0.406,−0.104],
t23 = −3.49): sharing and persistence separate the same developers, so their gains overlap. Seven
of the twenty-four seeds end on an identical selected population under both persistent arms, and
one further seed changes population without changing any of the three breadth statistics. For each
seed the arms consume the same candidate log in the same public event order and maximize the
prompt-keyed log-determinant increment with the same lexical tie break.

Two further arms bound the breadth the candidate log allows. Replaying the same panel under
a reference-free rule that picks uniformly among eligible candidates, averaged over 32 draws per
seed, gives 19.36 final Hill-2 modes; replaying it under an oracle that selects a candidate from the
least represented mode at every insertion, breaking ties by coverage gain, gives 20.14. This greedy
oracle is a strong reference point rather than a certified optimum: we do not solve for the best
sequence of commitments under these menus and this order. A shared persistent reference ends at
20.14, 0.002 modes below the oracle (0.2% of the uniform-to-oracle range), and its 5.66 distinct
modes per prompt match the oracle’s. Of that range, a reset reference accounts for the first 4.2%
above the reference-free floor, persistence for a further 76.8%, and sharing for the remaining 18.8%.
Before reporting either bound, we replay the four factorial arms in the same harness and reproduce
their Hill-2 means exactly.

H.8 AGENT-WORKFLOW COMMIT INTERVENTION

Fresh-state commit preserves the intended final population in all three workflow fixtures.
Across three fixed candidate frontiers, comprising nine arm-by-task cells, fresh-state commit passes
the official Terminal-Bench and SWE-bench Pro Verified tasks while stale exact replay and the se-
quential control fail both; on RSI-Exam, it raises hidden reward from 0.26 to 0.35 (RSI-Exam Team,
2026; Merrill et al., 2026; Zheng et al., 2026).

The three benchmarks share one workflow. In each cell we run Qwen2.5-Coder-32B-Instruct
with four workers, one integrator, temperature zero, at most twenty model requests per invocation,
and 1,024 output tokens per request. Fresh and stale receive the same four candidate patches byte
for byte; stale acceptance replays the fresh candidates exactly. The hidden verifier runs only after
we fix the candidate frontier and the terminal patch. The sequential arm uses the same model and
request caps without a population-relative commit rule.

The software frontiers are executable fixtures for the commit rule. For the Terminal-Bench
mvcc-lsm-compaction task, all four snapshot-boundary policies pass the public regression
and stress reproducer, and each has unit public weight. For the SWE-bench Pro Verified Element
task, the frozen frontier comprises the official solution and three predeclared perturbations of the
public FixedRollingArray requirements; their public weights are 7, 6, 5, and 4. No hidden
evaluation enters either frontier. Fresh retains the first candidate and passes both verifiers. Stale
accepts all four and terminates on the fourth; its last three SWE commits lower the potential, while
the three later Terminal commits have zero coverage gain against the population current at commit
time. Each benchmark contributes one deterministic task, so these cells establish only the state-
transition behavior of fresh versus stale commit.

Fresh commit raises hidden RSI-Exam reward from 0.26 to 0.35. The task asks an agent to
replace a post-hoc chest-X-ray review policy; the sealed grader combines cross-site sensitivity, Brier
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score, and the gap between mean and worst-site sensitivity under one fixed review budget, then
reports a normalized reward on the benchmark’s own scale, anchored so that its published baseline
solver scores 0 and its SOTA point 0.6. The public gate admits all four fresh candidates, which the
visible studies rank strictly.

The commit policy alone accounts for the gap: both arms replay the same four patches. The
stale arm replays those four patches exactly. Fresh-state selection accepts the highest-scoring can-
didate and records no potential decrease. Stale acceptance admits all four candidates, records three
potential decreases, and ends on the lowest-scoring one, at hidden reward 0.26; MOSAIC ends at
hidden reward 0.35. The fixed-budget sequential workflow arrives at the stale arm’s terminal policy
by a different route and obtains the same hidden utility, so the two controls are one policy scored
twice. The gain is 0.09 on a scale whose baseline-to-SOTA span is 0.6, and the commit policy alone
accounts for it.

H.9 PERSISTENT-REFERENCE ADAPTATION

An own persistent reference ends at 32.42 effective modes, a shared one at 31.01, and uni-
form selection at 14.73. We run five arms on the same 24 matched seeds: uniform-valid se-
lection, and a MOSAIC reference crossed as reset or persistent with a scope of the acting devel-
oper’s own admits or of all three developers’ admits. An own-scope arm runs the same selector
once per developer on that developer’s candidates and history alone; a shared arm runs it once per
round on everyone’s. Final pooled valid Hill-1 means are 14.73 (uniform), 21.83 (own reset), 24.76
(shared reset), 32.42 (own persistent), and 31.01 (shared persistent). Own persistent gains 17.69
modes over uniform (paired Student-t 95% CI [13.43, 21.95], t23 = 8.59, dz = 1.75) and shared
persistent versus uniform 16.27 ([12.11, 20.44], t23 = 8.09, dz = 1.65). Along scope and life-
time, an own reset reference adds 7.10 modes over uniform ([2.60, 11.61]), making it persistent
adds 10.59 ([6.40, 14.77]), and sharing the persistent record across the three developers adds −1.42
([−5.59, 2.75], t23 = −0.70, dz = −0.14); sharing a reset record adds 2.92 ([−1.32, 7.16]), and
the scope-by-lifetime interaction is −4.34 ([−9.89, 1.21]). The primary contrast we fixed before the
run was shared minus own persistent, with a 3.5-mode threshold on the interval; the interval’s upper
bound, 2.75, falls below that threshold. Per-developer Hill-1 is 23.3 under an own and 22.6 under a
shared persistent record, and the mean pairwise Jaccard overlap of the developers’ mode sets is 0.29
and 0.27, against 0.38 under uniform selection.

Three Qwen2.5-0.5B-Instruct developers run for twelve rounds under each arm. Each round uses a
disjoint 32-prompt GSM8K batch; each developer proposes 16 candidates and admits four; and we
evaluate every round from fresh generations of the updated checkpoints. Here “valid” means that
the response’s final answer matches the gold answer, so modes are counted over correct responses
only. Final held-out exact-match means are 36.84%, 34.90%, 35.67%, 34.97%, and 35.78% for
uniform, own reset, shared reset, own persistent, and shared persistent selection; own persistent
minus uniform is −1.87 points ([−3.70,−0.03], t23 = −2.10, dz = −0.43), a quarter of the mode
gain’s effect size, and shared minus own persistent is +0.81 ([−0.87, 2.50]). The held-out task
union, the share of the 64 evaluation problems some developer solves at least once, is 83–85%
under every arm. The uniform and two shared arms replicate an earlier family run on the same seeds
with the same instrument, which ended at 17.10, 24.12, and 31.44 modes; the same-seed absolute
difference between the two families has median 5.4 to 8.5 modes, so sampling at temperature 1.0
over twelve rounds, not the seed, sets the noise floor, and we compare every three-developer contrast
above against that floor.

Each developer takes 24 full-model updates. Each developer fine-tunes the full bf16 model on
exactly four admitted prompt–completion pairs per round. Training uses completion-only cross-
entropy with equal example weight, AdamW at 10−5, zero weight decay, batch size four, two epochs,
a 1,024-token maximum sequence length, and gradient clipping at 1.0. This gives two optimizer
steps per developer per round, or 24 over the experiment, and the next round reloads the saved
checkpoint. Candidate generation uses temperature 1.0, top-p 0.95, and at most 320 new tokens.
Evaluation draws eight new responses for each of the same 64 held-out GSM8K problems after
every round.
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The gain grows with the population: 21.41 modes at eight developers, 22.15 at sixteen. These
runs belong to the earlier three-arm family and use a shared persistent reference. With eight devel-
opers, twelve rounds, and six seeds per arm, shared-persistent MOSAIC gains 21.41 modes over
uniform-valid selection across matched seeds (paired Student-t 95% CI [12.91, 29.90], t5 = 6.47,
dz = 2.64). With sixteen developers, eight rounds, and six matched seeds, the gain is 22.15 modes
([16.56, 27.74], t5 = 10.18, dz = 4.16).

Specialization rises with a persistent reference, from 0.520 to 0.623 NMI. Across six seeds per
arm, final prompt-conditional normalized mutual information between developer identity and se-
mantic cluster is 0.520 for uniform-valid selection, 0.622 for a reset reference, and 0.623 for a per-
sistent reference: a matched-seed gain of 0.103 (paired Student-t 95% CI [0.043, 0.162], t5 = 4.42,
dz = 1.81), with a per-seed temporal slope 0.0042 NMI per round steeper than under uniform-valid
selection ([0.0017, 0.0066], t5 = 4.41). Three frozen Qwen2.5-1.5B-Instruct developers answer the
same 30 InfinityChat prompts for 16 rounds. Each prompt has its own admission slot and reference,
a developer’s only continuity signal is its own previously admitted response, and semantic modes
come from greedy clustering of MiniLM embeddings at cosine threshold 0.8.

Table 5: Every row tests one claim by changing one factor. In each row we swap the reference and
nothing else, except the first, where we swap the candidates, and the second, where we enumerate
every improvement path at one reference. Paired 95% CIs; the RSI-Exam row replays four fixed
patches and so has none.

Claim Intervention Result

§2.3 rewrites → distinct solutions 1.79 → 2.60 nats, +0.80 [0.77, 0.84]

Thm. 2 every path in 12 four-slot games 18,432 acyclic, worst at 0.99 of optimum
§3.3 stale → fresh-state, 18 releases; async. stress 8 → 0 cycles; potential kept in 44 of 352 stale cells → all 480 fresh
Prop. 1 standalone → own persistent, 12 rounds 15 → 32 modes, +18 [13, 22]
§6.2 own → shared persistent, 12 rounds 32 → 31 modes, −1.4 [−5.6, 2.8]

Thm. 3 launch-time → on entry; stale → fresh on RSI-Exam 82% → 85% of 131; task union +1.4 pp; reward 0.26 → 0.35
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Figure 4: A shared persistent reference comes within 0.002 Hill-2 modes of a greedy oracle on
the same candidate log. (a) Hill-2 effective modes each arm adds over an own reset reference, with
paired 95% Student-t intervals across 24 seeds. The band spans the range from a reference-free
uniform pick to a greedy oracle that takes the least represented mode at every insertion. The open
marker is the additive prediction, the sharing gain plus the persistence gain, and it lies above the
oracle. (b) Paired correctness difference, shared persistent minus own persistent, one point per seed,
against the margin we fixed before the run.

H.10 CASE-STUDY PROTOCOLS

Continual adaptation. Three Qwen2.5-0.5B-Instruct developers (Qwen Team et al., 2024) train
on fresh 32-prompt batches for twelve rounds under uniform-valid selection and under a reference
we cross as reset or persistent and as own or shared. Across 24 matched seeds the population ends
with 15 pooled Hill-1 effective modes under uniform selection, 22 and 25 under an own and a shared
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reset reference, and 32 and 31 under an own and a shared persistent one (Fig. 2c), the numbers from
which Section 6.2 attributes the gain to the record’s lifetime. We use evolving checkpoints and
independently seeded candidate generations in every round; every interval, the replication of the
uniform and two shared arms, frozen-weight specialization, and the eight- and sixteen-developer
runs are in Section H.9.

Concurrent patch admission. In each RSI-Exam arm (RSI-Exam Team, 2026) we run Qwen2.5-
Coder-32B-Instruct with four workers and one integrator at temperature zero, and in the stale arm
we replay the exact four patches the fresh arm generated. A sequential workflow converges on the
stale arm’s terminal policy and attains the same hidden reward, 0.26, so concurrency accounts for
the gap in Section 6.1 (Section H.8).

I EXTENDED RELATED WORK

Determinant-based LLM diversity. The within-model objectives of Section 7 are a determinant
term in an RL objective (Chen et al., 2026c), leave-one-out advantages over a set-level functional
(Li et al., 2026), and verifier-gated features with Shapley credit (Chen et al., 2026a); the volume
they optimize is a quality-weighted kernel diversity (Friedman & Dieng, 2023; Nguyen & Dieng,
2024), and scoring a candidate by what it adds beyond a set is the criterion behind diversity-based
reranking (Carbonell & Goldstein, 1998). What MOSAIC adds is a validity-gated representation,
a linearizable commit protocol, persistent-reference dynamics, and interventions evaluated on the
population that score optimization itself selects.

Monoculture. Monoculture traces the same collapse to a shared predictor: agents deferring to one
accurate signal can leave the collective worse off (Kleinberg & Raghavan, 2021), homogenize whom
they select (Bommasani et al., 2022), and narrow what a language model will generate (Wu et al.,
2025); the welfare loss there is bounded by a constant (Kleinberg et al., 2026). Those results fix the
signal and quantify the harm; we make developers strategic and change what a response is paid.

Dynamic and performative evaluation. A fixed test distribution has known limits, and the dy-
namic benchmarks answer them by refreshing the test set: adversarial human-in-the-loop rounds
(Nie et al., 2020; Kiela et al., 2021), a hosted leaderboard that reruns every model rather than read-
ing a submitted prediction file (Ma et al., 2021), post-cutoff windows that admit only items pub-
lished after a model froze (White et al., 2025; Jain et al., 2025), items regenerated per run from
a complexity-controlled graph (Zhu et al., 2024) or a symbolic template (Mirzadeh et al., 2025),
and items a search optimizes against the models it will grade (Li et al., 2025b). Related evaluation
suites and preference leaderboards are scored against a fixed key (Liang et al., 2023; Li et al., 2025a;
Lambert et al., 2025). Performative prediction formalizes how a published objective changes the
systems that later face it (Perdomo et al., 2020; Hardt et al., 2022); adaptation to the test task distorts
both rankings and apparent emergence (Dominguez-Olmedo et al., 2025); and once post-training
is strategic, the ranking becomes an equilibrium object (Chen et al., 2026b). Analyses of dynamic
benchmarks without a population-relative reward isolate the refresh itself (Shirali et al., 2023). Dy-
namic evaluation thus expands from refreshing the test data to designing the feedback law, which is
why the endpoint is a population rather than a winner.

Mechanism Design. Peer prediction pays for agreement with peers about a private signal (Miller
et al., 2005; Shnayder et al., 2016; Kong & Schoenebeck, 2019) and has since been turned into
a training signal for language model reasoning (Feng et al., 2026). With no belief reported and no
outcome realized, properness (Gneiting & Raftery, 2007) is not the axiom at issue. The axioms at is-
sue, marginal contribution and robustness to replication, are the ones Proposition 6 addresses (Vetta,
2002; Xu et al., 2021; Han et al., 2023). Innovation and crowdsourcing contests fix a prize schedule
over a one-shot entry pool, and that schedule can promote variety (Che & Gale, 2003; Terwiesch &
Xu, 2008; Chawla et al., 2019; Letina & Schmutzler, 2019); a contest fixes its prize vector before
entry, while MOSAIC prices a dynamic externality whose value depends on the standing population
and persists across rounds. Closest on the anti-herding objective is the minority reward of Mann &
Helbing (2017), who pay accurate predictions that the majority misses and recover a stable alloca-
tion of attention with near-optimal collective accuracy. Their reward turns on a realized outcome
and a binary minority event. Ours prices the coverage a model output adds once produced, then
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preserves that price under asynchronous admission and repeated model updates. Against a market
scoring rule, which pays each trader the increment of a potential over beliefs (Hanson, 2003; Aber-
nethy et al., 2013), MOSAIC applies the same path-independent accounting to a concave coverage
function, so the increment declines as a represented direction fills. How much a benchmark learns
is itself an established question, pursued with item response theory over designer-chosen items and
a scalar latent ability (Maia Polo et al., 2024; Kipnis et al., 2025). Proposition 5 is that same ac-
counting for a vector-valued quality functional over the population’s own responses; in particular, a
coverage score hands the choice of items to the developers.

Leaderboard validity under strategic adaptation. A parallel line treats the score itself as the
object under attack: adaptive querying of a public leaderboard overfits the holdout, and the reme-
dies bound how much each answer reveals (Blum & Hardt, 2015; Dwork et al., 2015). Closest on
manipulation is Hays et al. (2026), whose producer enters many near-identical models and whose
You-Rank-We-Rank mechanism restores approximate clone robustness by having producers rank
their own entries; that remedy is complementary to ours, since by Proposition 6 marginal contri-
bution alone does not reveal common ownership of the submissions. Zhang & Hardt (2024) study
diversity one level up, as an Arrow-style trade-off in aggregating an ordinal multi-task benchmark.
The three methods operate at different levels: ownership of the submissions, combination of eval-
uation units, and MOSAIC’s coverage of the response population inside one fixed unit. Scaling an
evaluation improves reliability only up to the judge’s own error rate (Dorner et al., 2025). We there-
fore treat the gate as a designer-fixed, independently checked primitive (Section 5.1). Forecasts of
where the capability frontier will lie (Zhang et al., 2026) sharpen the question Proposition 1 answers:
whether a score still separates models once the frontier arrives there.
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